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Background and scope of this report  
We believe that the academic excellence, the 
plethora of healthcare and biopharma companies 
in the UK and the support from the London capital 
markets can contribute to global health and 
wellbeing in the era of AI.    

To establish the landscape of activities among the 
UK players, we spoke with Cambridge Cognition 
Holdings plc (COG.L), Feedback plc (FDBK.L), e-
therapeutics plc (ETX.L), Exploristics (private), 
hVIVO plc (HVO.L), Intelligent Ultrasound Group plc 
(IUG.L), IXICO plc (IXI.L), Poolbeg Pharma plc* 
(POLB.L) and Roquefort Therapeutics plc* (ROQ.L). 

This report focuses on data and machine learning 
(with deep learning as a subset of it).    
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AI in the UK: the code for good health  
Artificial intelligence (AI) continues to accelerate at full speed, first by imitating the 

workings of a human brain and now it is drawing concepts of evolution, sometimes 

with synthetic data, artificially manufactured for training purposes or for privacy 

protection, and sometimes not even with human intervention. In this note, we 

examine how AI is being developed and applied by the NHS and UK mid/small cap 

companies for the benefit of human health and wellbeing.  

 

AI in drug discovery and development: To date, less than thirty AI-developed drug 

candidates have entered clinical trials. As no therapeutics developed with AI have 

been approved yet, we focus our discussion on the discovery and development 

stage to preclinical stages. Given the success of DeepMind in AlphaFold and 

despite the current limitations and challenges, we anticipate an increase in use of 

simulation and synthetic data.    

 

Human challenge data: With a 95% global share in the human challenge data 

market, the scale, quality, and diversity of the UK-listed company, hVIVO’s disease 

models is unrivalled in the world. Its sister company and spin-off Poolbeg is 

partnering with AI companies to extract insight on the connection between 

immunity and genetics from the placebo-arm data to develop and repurpose 

drugs. Human challenge studies are clinical trials in which researchers intentionally 

expose healthy volunteers to a pathogen (such as a virus, fungus or bacteria). 

These studies enable researchers to better understand the disease that these 

pathogens cause. 

 

Medical imaging AI: The NHS AI Lab, backed by a budget of £250m, has prioritised 

medical imaging AI for deployment within the UK public health system. It is the 

area of most mature development in data-driven technologies, primarily anchored 

on supervised training (i.e., with data labelled by human experts).  

 

AI for neuroscience: The advent of artificial neural networks modelled on the 

human brain is the cornerstone of AI systems today. However, our brains are 

significantly more complex in structure and far more intricate than today’s AI. The 

use of AI to seek answers to neuroscientific questions, from general cognition to 

cognitive impairment will help us to better understand ourselves as humans and 

continue to advance AI by making it more human-like. 

 

Synthetic data and trustworthy AI:  Whilst high-quality synthetic data may resolve 

privacy concerns, engineer data diversity, predict rare events and model new or 

anticipated circumstances, we caution that poor-quality synthetic data may 

actually aggravate the problems. As data scientists and AI developers are 

increasingly confident and innovative, the growing prevalence of synthetic data 

poses yet another dimension of challenges to ensure AI explainablity and 

trustworthiness, in our view.    

 

N.B. This research note is prepared by humans, who use the search engine Google to 

ensure accuracy and consult with ChatGPT for ideas.     
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Evolution of AI: from expert systems to machine learning  
The concept of machine intelligence was first explored in 1950 by the UK 

mathematician and the founder of computer science, Alan Turing, in his book 

"Computer Machinery and Intelligence." Yet due to the constraint of computing 

power, AI until the mid-1990s was based on logic and mainly served as an expert 

in a system in a static environment governed by rules (e.g., tax calculation).  

 

The development of AI in the 20th century culminated in 1997 when Deep Blue, 

a chess-playing computer running on an IBM supercomputer defeated the world 

chess champion, Garry Kasparov. This IBM supercomputer was powered by 30 

PowerPC 604e processors (IBM’s CPUs) and 480 custom "chess chips" designed 

to execute the chess-playing expert system, as well as FPGAs (Field 

Programmable Gate Arrays) specially configured to orchestrate the chess chips. 

 

AI as we know it today is largely based on machine learning (with deep learning 

as a subset within it). The term “machine learning” was coined in 1959 by the 

U.S. computer scientist Arthur Samuel who defined it as the “field of study that 

gives computers the ability to learn without being explicitly programmed”. 

Machine learning today can handle individual tasks (without being explicitly 

programmed for such tasks) based on learning from data in a specific domain.  

 

The acceleration of machine learning since the 2010’s is the outcome of the cloud 

services and digital transformation, powered by faster computing of 

semiconductors in the parallel architecture on GPUs (graphic processing units). 

 

Different from CPUs (central processing units) for general purposes and serial 

processes, GPUs were invented in 1999 for the gaming market to render better 

graphics. Graphics rendering involves a vast number of independent pixels that 

need to be processed simultaneously and this process works better in a parallel 

architecture. In machine learning, many operations are repetitive and similar and 

can be done at the same time for efficiency gains. Hence, machine learning 

algorithms can be processed much faster on GPU’s.  

 

As semiconductor technology continues to evolve to empower data-driven AI 

and the generative AI may herald the arrival of artificial general intelligence (AGI, 

able to accomplish any intellectual task in different domains), we think it is a 

worthy exercise to examine the way humans use and interact with the data and 

how machines can learn and train from the data, for the benefit of human health 

and wellbeing.    
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AI in drug discovery, development, and clinical trials   
Drug discovery and development is typically a 10-20 year journey and it is 

increasingly costly. According to the report “Seize the Digital Transformation: 

Measuring the return from pharmaceutical return 2022” published by Deloitte in 

January 2023, the average R&D cost (including in-house and licensed programs) 

for the global top 20 pharma companies to develop a compound from discovery 

to launch has almost doubled from US$1.3bn in 2013 to US$2.4bn in 2022, 

primarily due to an increase in cycle times, i.e., from one stage to the next stage. 

The true costs and risks for the industry are much higher than implied by these 

numbers as many drug candidates do not even make it to the clinical stage and 

approximately 90% of clinical trials fail.  

 

It is hardly surprising that AI is energising the landscape of drug discovery and 

development; seeking to de-risk therapeutic hypotheses early, accelerate the 

process and enhance the probability of success.  

 

In fact, in-silico (computational modelling) has been in use for the same purposes 

since the 1990’s. These techniques include PK (pharmacokinetic) / PD 

(pharmacodynamic) modelling to understand the efficacy and toxicity of new 

drug candidates; disease modelling to simulate natural progression of biomarker 

vs. outcome; and structure activity relationships (SAR) modelling on the 

relationship between the chemical structure of a drug molecule and its biological 

activity. Pharmacokinetics is the aspect of pharmacology dealing with how drugs 

reach their site of action and are removed from the body and pharmacodynamics 

is the study of a drug's molecular, biochemical, and physiologic effects or actions. 

Traditionally, in-silico is centred on physical/chemical/biological principles and 

based on empirical data, calibrated as needed. As these models are highly 

explainable, in-silico is encouraged by regulators (e.g., advocacy by the FDA for 

model-informed drug development).  
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Drug discovery involves the identification and validation of targets (i.e., a specific 

biomolecular entity or a genetic pathway involved in the pathology of interest 

that the drug-in-development is meant to act on), screening of hits (high 

throughput screening as the traditional method), trial-and-error experiments in 

medicinal chemistry by optimising the hits for better affinity (the extent to which 

a drug binds to receptors at any given drug concentration), selectivity, 

efficacy/potency and metabolic stability. Once a compound that fulfils these 

criteria has been identified, the process continues with in-vitro testing, in vivo 

testing and then an evaluation of the safety and the efficacy of the candidate 

compound before an application for clinical trials can be submitted.   

 

Machine learning approaches can be applied in several steps of the drug 

discovery process; from target identification, validation and selection; 

assessment of mechanism of action; design of the lead candidate with specific 

properties and activities (by discovery and/or optimisation of hits); and 

prediction of the pharmacokinetic and toxicological (ADMET) profile. To de-risk 

clinical trials, synthetic patient-level data is increasingly used by pharmaceutical 

companies for simulation, planning and clinical design.   

 

AI for drug development and discovery 

 

Source: Hybridan LLP 
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The recent success of DeepMind with AlphaFold algorithms marks a 

breakthrough in structural biology. AlphaFold can accurately predict the 3D 

structures of human proteins given their amino acid combinations. Proteins are 

complex molecules that carry out the biological functions essential to life. 

Generally made up of a string of twenty amino acids, these chains fold up in 

countless ways. To date, the size of the AlphaFold database is about 23TiB 

(tebibyte), covering 214,683,829 biological structures, of which c.3,095 

structures are the human proteome, equivalent to 98.5% of protein-level 

coverage. 

  

The  nowledge of a protein’s structure is a great starting point because of the 

importance of protein binding, an important mechanism of action for many 

drugs. Protein binding influences the pharmacokinetics and pharmacodynamics 

of a drug and hence affect its efficacy, safety, and dosing requirements. One of 

the most anticipated use cases with AlphaFold's open source dataset is molecular 

docking to predict drug-protein interactions in the target identification and 

validation stage. Molecular docking is the study of how two or more molecular 

structures (e.g., drug and enzyme or protein) fit together; it is a molecular 

modelling technique that is used to predict how a protein (enzyme) interacts with 

small molecules (ligands). 

 

Here comes the challenges. First, the protein structures in the AlphaFold 

database are static, while in biological systems, proteins are flexible and often 

shift their configurations. Second, there is no real-life, experimental binding data 

that corresponds to the protein structures recently predicted by AlphaFold for 

training purposes. In fact, there is simply no binding experimental data at all for 

truly novel compounds or targets.  

 

The recent study led by James Collins, the Termeer Professor of Medical 

Engineering and Science in MIT’s Institute for Medical Engineering and Science 

(IMES) and Department of Biological Engineering at MIT, reveals the potential 

and limitations of using the protein structures generated by AlphaFold1. The 

researchers explored whether existing models could accurately predict the 

interactions between bacterial proteins and antibacterial compounds. The study 

examined the interactions of 296 essential proteins from Escherichia coli (E.coli) 

with 218 antibacterial compounds, including antibiotics such as tetracyclines. 

 
1 Felix Wong, Aarti Krishnan, Erica J Zheng, Hannes Stärk, Abigail L Manson, Ashlee M Earl, Tommi Jaakkola and 
James J Collins (2022), “Benchmarking AlphaFold-enabled molecular docking predictions for antibiotic 
discovery”  Molecular Systems Biology. 
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Using a measurement often used to evaluate computational models, known as 

auROC, the researchers found poor performance by integrating AlphaFold 2 with 

molecular docking. “Utilising these standard molecular docking simulations, we 

obtained an auROC value of roughly 0.5  which basically says you’re doing no 

better than if you were randomly guessing”, said Professor Collins. AuROC stands 

for Area Under the Curve of the Receiver Operating Characteristic and is a 

performance metric of classification models. 

 

To try to improve the success rate of modelling in the above outlined experiment, 

the researchers ran the predictions on another four additional machine-learning 

models and these machine learning-based approaches improved model 

performance, resulting in average auROCs as large as 0.63.  

 

In conclusion, the research findings highlight the necessity of more artificial 

intelligence (i.e., more data, more training and learning) for the AlphaFold 

dataset to fulfil its full potential. “When we were performing our benchmarking 

analyses using 12 well-characterized E. coli proteins, we found that the ability of 

molecular docking to accurately predict drug-protein interactions was similar 

when using AlphaFold as opposed to experimentally determined structures. This 

strongly suggests that the bottleneck is not the quality of AlphaFold-predicted 

structures, but rather the molecular docking approach and our current, limited 

ways of harnessing structural information to accurately predict drug-protein 

interactions”  answered Felix Wong and Aarti Krishnan, the lead authors for the 

MIT study.  

 

To date, more than twenty AI-developed drug candidates have entered clinical 

trials (e.g., EXS21546 in Phase II developed by Oxford-based Exscientia)2. Without 

a doubt, AI will play an increasingly pivotal role in drug discovery and 

development. As we are only at the beginning of this journey in unchartered 

territories, we think an understanding of how machines learn from real-life data 

recorded in the human world as well as from synthetic data generated with 

binary bits and how humans and machines influence and interact with each other 

through data will help us to ensure that AI continues to contribute to our health 

and well-being. 

 

 

 
  

 
2 Frank W. Pun, Ivan V. Ozerov and Alex Zhavoronkov (2023)  “AI-powered therapeutic target discovery”  Trends 
in Pharmacological Sciences (TIPS) June 2023 issue.  
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e-therapeutics plc (ETX.L): GalNAc-siRNA pipeline for liver-associated 
diseases 

e-therapeutics is a drug discovery company that uses AI and advanced analytics 

to accelerate drug development and find new medicines. The company’s vision 

is to fully automate the preclinical drug discovery process. 

 

e-therapeutics uses its HepNet™ computational biology platform to model 

disease complexity, generate millions of therapeutic hypotheses in silico, and 

identify and rank potential novel gene targets. Its proprietary GalOmic™ RNAi 

platform then generates GalNAc-siRNA medicines that specifically silence these 

novel genes expressed in hepatocytes (liver cells).  

 

In addition, the e-therapeutics team is deploying large language models (LLMs)  

trained on the Company’s internal data as well as published papers patents  and 

enhanced with its proprietary analytics, to apply AI reasoning at scale to the 

problems of target identification and siRNA drug design. The Company believes 

that this approach will ultimately lead to the discovery of novel gene targets for 

disease which can then be modulated by the Company’s proprietary RNAi drug 

platform.  

 

 

HepNet™  

This is a dynamic knowledge resource that includes large-scale public, licensed, 

and proprietary data, which is integrated and analysed using AI and network-

aware methods. It makes sense of complex datasets, creating actionable insights 

by placing genes in the context of the biological networks they belong to. The 

novelty of this biology-centred approach, underpinned by the integration of 

multiple disparate data sets with hepatocyte-specific interactome, enables the 

   e-therapeutics’ AI-driven development of pipelines    

       

 

Source:  e-Therapeutics plc Data  
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characterisation of currently undruggable disease processes and the 

identification of the best network-aware intervention strategies. 

 

GalOmic™ RNAi platform and GalNAc-siRNA medicines 

RNAi (RNA interference) refers to the natural biological process that regulates 

gene expression by interfering with messenger RNA (mRNA)  which carries DNA’s 

instructions for making new proteins. siRNAs (small interfering RNAs) are 

specifically designed to target and silence disease-causing mRNA. GalNAc-siRNA 

therapeutics are a specialised form of siRNA molecules attached to a specific 

ligand called N-acetylgalactosamine (GalNAc) enabling liver-specific gene 

silencing, as the GalNAc binds to a receptor on the surface of hepatocytes (liver 

cells). e-therapeutics’  alOmic™ platform can generate potent and durable 

GalNAc-siRNA drug candidates targeting any novel, disease-associated gene 

identified by HepNet™. 

 

Vision and achievements   

The Company endeavours to apply computation across all aspects of its business. 

For example, it is aiming to predict the attributes of its siRNA molecules from in 

silico, allowing candidates to progress straight to in vivo experiments without the 

need for cell-based or in vitro screening. This will accelerate its speed of 

execution. 

 

e-therapeutics has shown that across multiple targets it is possible to design and 

synthesise lead GalNAc-conjugated siRNAs in approximately six months and at an 

approximate cost of $500K (including in vivo pharmacology). 

 

The Company has filed multiple patent applications to protect both its RNAi 

platform (GalOmicTM) inventions and novel targets. These include the protection 

of siRNA chemical modification “stamps” thereby reducing the number of 

permutations and combinations in the screening cascades as well as predictive 

methodologies to reduce the number of sequences that need to be tested for in 

vivo studies. 
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Harnessing the power of human challenge data  
Human challenge studies serve to test infectious and respiratory disease vaccines 

and therapeutics. In a human challenge study, healthy volunteers are 

intentionally infected with a virus or a bacteria in a quarantine facility. The 

volunteers are monitored under 24/7 supervision by medical experts with 

biological samples and health measurements taken at regular intervals. Data 

from human challenge trials track a healthy subject through disease to recovery 

in carefully controlled and monitored isolation units.   

 

hVIVO plc (HVO.L) and Poolbeg Pharma plc (POLB.L)  

hVIVO is currently the only CRO (Contract Research Organisation) focused on 

challenge studies, with a 95% global market share. Based on the 70 human 

challenge studies completed and over 4,000 volunteers inoculated to date, the 

size  quality and diversity of hVIVO’s human challenge models is unrivalled in the 

world.  

 

With insight drawn from historical data, hVIVO determines the number of 

subjects required and designs the Phase 2 human challenge study protocol to 

ensure that the primary endpoint data is of sufficient statistical significance in 

order to de-risk large-scale Phase 3 trials. As part of its integrated offering, the 

data of the vaccine arm and the placebo arm is cleaned and structured for trial 

sponsors by Venn Life Sciences, a specialist drug development and clinical 

consultancy service provider 100% owned by hVIVO.  

 

Human challenge data maximises signals while minimising noise because the 

studies are conducted in a controlled environment and the exact time of 

infection is known. Human challenge subjects are healthy. If a subject on the 

placebo arm of the trial doesn’t fall sic  following inoculation with the challenge 

virus, the subsequent gene expression analysis can provide valuable insight into 

immunity.  

 

POLB 001 was identified by hVIVO a number of years ago under previous 

management before its strategic shift to become a dedicated CRO services 

provider. POLB 001 is a small molecule immunomodulator which inhibits p38 

MAP kinase to treat patients with severe influenza where an exaggerated host 

immune response known as Cytokine Release Syndrome or a Cytokine Storm can 

cause organ and tissue damage and, at times, be fatal. Mortality and tissue 

damage with severe influenza are caused by an excessive host immune response, 
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rather than by the virus itself. POLB 001 targets the host immune response and 

is therefore unaffected by seasonal viral variance, or potential pandemic strains. 

 

 

Without the help of AI, it took approximately four years to sift through the data 

of 63 mild and severe influenza cases to identify specific genes and pathways 

driving the disease, single out p38 MAPK as a target, then identify forty p38 MAPK 

inhibitors, short-list eight among these forty inhibitors and finally select the best 

candidate - POLB 001. 

 

In 2021, Poolbeg was spun-out of hVIVO in order to progress the development of 

aa portfolio of intellectual property and development assets, including POLB 001, 

held by hVIVO and to maximise shareholder value (hVIVO shareholders received 

a distribution in specie as part of the demerger).  

 

To speed up the process of target discovery and validation and to draw further 

insight from the human challenge data, Poolbeg initiated two AI programs, one 

focused on RSV and the other on Influenza. Poolbeg cleaned and structured the 

human challenge data for computational ingestion and in silico reconstruction of 

disease models. Disease signatures are developed by identification of the 

complex interplay of biologically relevant insights. This is followed by target 

identification and prioritisation.  
  

  hVIVO’s world leading human challenge model offerings     

      

Source:  hVIVO plc Data  
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Influenza AI Programme: identification of novel targets  

In March 2022  Poolbeg contracted CytoReason to conduct analysis of Poolbeg’s 

human challenge dataset based on 130 volunteers. CytoReason, headquartered 

in Israel, has established broad repositories of curated disease data and built 

validated AI models which can extrapolate immune cell behaviour based on bulk 

transcriptomics (profiling of genes), making it an ideal partner to maximise the 

insights of this unique influenza dataset. As a result, multiple novel drug targets 

were identified for influenza in June 2023. 

 

This project took just 14 months to identify multiple targets, much more efficient 

compared to previous non-AI efforts.  

 

Respiratory Syncytial Virus (RSV) AI Programme: identification of candidates 

Prior to the commencement of the AI programme with OneThree Biotech, 

Poolbeg worked with Eurofins Genomics in 2021 on next generation RNA 

sequencing of RSV transcriptomics, or disease progression data, which enabled 

the tracking of the biology of immune responses in molecular detail during 

infection. 

 

In February 2022, Poolbeg signed an agreement with the OneThree Biotech, to 

identify new drug targets and treatments for respiratory syncytial virus (RSV). In 

this partnership, Poolbeg provided a human challenge trial dataset based on 60 

volunteers and OneThree Biotech has a database of molecules that can be 

  Poolbeg’s AI programmes    

      

Source: Poolbeg Pharma plc Data  
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repositioned to tread RSV. These molecules have gone through clinical data for 

other diseases but their potential to treat RSV was not previously considered.  

 

As such, Poolbeg’s scientific team has wor ed closely with OneThree Biotech to 

build a tailored AI approach to identify disease‐relevant biological pathways and 

potential drug targets as part of the programme.  

 

Drug targets were successfully identified in November 2022 and based on those 

newly discovered drug targets; the collaboration identified a number of 

promising drug candidates in December 2022 to rapidly bring forward to lab‐

based validation to determine the full potential of these assets as an RSV 

treatment.  

 

Poolbeg has prioritised compounds with existing Phase 1 clinical data and which 

could, if successfully validated, be repositioned as novel treatments for RSV 

infection. Candidates with solid safety and pharmacodynamic data in humans are 

well positioned to rapidly enter a clinical trial to generate early human efficacy 

data for RSV. The lab validation is expected to complete in H2 2023.  
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NHS AI Lab: apply with care   
The NHS AI Lab was set up in 2019 with a budget of £250m, to create an 

environment that supports the development of AI-driven technologies in the UK 

public health system.  

 

AI in Health and Care Award: development grants   

The AI in Health and Care Award is making more than £123m available over four 

years to accelerate the development of AI technologies for health and social care. 

To date, the NHS AI Lab has awarded 86 projects run by universities, companies 

or NHS trusts from Phase 1 proof-of-concept to Phase 4 technologies with market 

authorisation.  

 

Phase 3 (real-world testing) and Phase 4 projects (for pilot adoption by NHS) 

focus on triage in ophthalmology, dermatology and cancer care; imaging; 

screening and intelligent operational automation.  

 

It is worth noting that 40 out of the 87 award winners are in medical imaging AI 

such as ultrasound, X-ray, CT scans, MRI scans, mammography, 

echocardiography, tomography, colonoscopy and capsule endoscopy images.  

Among the fifteen Phase 4 winners to date, ten are in imaging AI for detection 

and diagnosis of strokes and cancers, etc.     

 

 

 

 

  NHS AI Lab    

           

Source: NHS AI Lab; Hybridan LLP  
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The AI Diagnostic Fund: first procurement fund 

The AI Diagnostic Fund was established with £21m in June 2023 as the first 

procurement fund to deploy AI imaging diagnostic, prioritised for chest X-ray AI. 

The bid is open in August 2023 and deployment is scheduled to be ahead of the 

winter 2023. Central funding is available within FY2023/24 and FY2024/25 only. 

It is anticipated that some Networks and Trusts may wish to contract for longer 

than this timeframe. Where this is the case, they will be required to self-fund for 

future years.  

 

The prioritisation of chest X-ray is primarily due to the progress made with the 

National COVID-19 Chest Imaging Database (NCCID) during the pandemic. In May 

2020, the NHS AI Lab began building a database of chest scans and supporting 

medical information from NHS trusts. The NCCID now has over 60,000 images 

from more than 27 hospital Trusts.  

 

In 2021, the NHS AI Lab Imaging team, together with a research group formed by 

the British Society of Thoracic Imaging, Queen Mary University of London, Royal 

Surrey Foundation Trust and the University of Dundee, ran a proof-of-concept 

validation process on five AI models / algorithms using NCCID data.  

 

The NHS AI Deployment Platform (AIDP) operates as a demo centre by running 

18-month pilot programs and serves as a “Model Store” for AI medical imaging 

technologies in radiology workflows. Currently, the adoption of AI medical 

imaging technologies, is not evenly distributed throughout the NHS due to 

differences in expertise and local IT infrastructure. AIDP serves to help smooth 

the introduction of novel AI technologies and monitors the performance of 

adopted AI technologies (post-market surveillance). 

 

 

NHS AI Lab Skunkworks: foraging the future of healthcare  

The NHS AI Lab Skunkworks conducts a series of short-term research projects to 

accelerate the AI deployment in the healthcare sector from proof of concept to 

collaboration initiatives. The Skunkworks' vision is that organisations in the 

health and care system will be able, through practical experience, to understand, 

build, buy, deploy, support, and challenge AI solutions. All resultant code based 

on generated fake data (to protect privacy) is released as open source on GitHub.  

 

Below we feature one of the Skunkworks projects in medical imaging, an area 

where the NHS has accumulated experience and expertise partly due to COVID-

19. The following project also showcases the effectiveness of transfer learning as 

a ML technique.    
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Detection of adrenal lesions (adrenal incidentalomas) in CT scans  

Autopsy studies find that 6% of all natural deaths displayed a previously 

undiagnosed adrenal lesion. Such lesions are also found incidentally (and are 

therefore referred to as adrenal incidentalomas) in about 1% of chest or 

abdominal CT scans. These lesions affect approximately 50,000 patients annually 

in the U.K.  

 

This study undertaken by the NHS AI Lab Skunkworks team, Transformation 

Directorate at NHS England, NHS Improvement and University Hospitals of North 

Midlands NHS Trust was designed to assess whether AI can improve success rates 

of identifying adrenal lesions in CT scans.  

 

 

Methodology: transfer learning and 2.5D imaging  

Due to the intrinsic nature of CT scans (e.g., a high operating cost, availability of 

CT scanners  and patients’ exposure to radiation)  the acquisition of a sufficient 

amount of CT scans for 3D deep learning models training is challenging. Small and 

non-diversified datasets hinder the model’s performance.  

 

To overcome these disadvantages, the project team constructed a 2.5D deep 

learning model to achieve two purposes: (1) still able to learn from certain 3D 

features of CT scans, but at a lower level of dimensional complexity; and (2) to 

expand the training and testing data points by applying transfer learning, i.e., 

knowledge gained from one task is used to boost the performance on a related 

task. In this instance, the knowledge learned from ImageNet and the National 

COVID-19 Chest Imaging Database (NCCID) is used.  

 

 

 
  

  2.5D images processed with 2D neutral network     

       

Source:  NHS AI Lab Skunkworks   



  

                                                                                                     

17 

 

 

 

A 2.5D image sits between a 2D and 3D image. A traditional 2D image has 

dimensions of X x Y, where X and Y represent the length and width respectively. 

A 3D image have dimensions of X x Y x N, where N is the number of 2D images 

layered on top of each other. A 2.5D image has a dimension of X x Y x 3, 

representing a stack of three grayscale 2D images.  

 

Preparation of the 2.5D scans involved a manual cropping tool applied to all three 

dimensions so that the software can focus on the entire adrenal gland on both 

sides with margins. 
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Results: AI improve success rates of identifying adrenal lesions in CT scans 

The project team used EfficientNet-B1, a convolutional neural network (CNN) 

software as the base architecture and generated over 8,340 2.5D images for the 

training set and over 1,800 images as the independent set, based on CT scans of 

100 patients. When tested on an independent test set, the 2.5D model obtained 

an AUC (Area under the ROC Curve) of the ROC (receiver operating characteristic) 

curve of 0.95, a classification sensitivity of 0.86, and specificity of 0.89. Compared 

to a traditional 3D CNN model, this 2.5D model gives a better performance when 

tested on the same data. These results suggest that deep learning may be a 

promising tool for detecting adrenal lesions and improving patient care. 

 
  

3D image in 2.5D breakdown Cropping of 3D CT scan images 

       
 

Source: medRxiv.org    Source:  NHS AI Lab Skunkworks 
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Medical imaging AI: visual insights for “ground truth3”    
Medical imaging refers to techniques and processes used to create images of 

various parts of the human body for diagnostic and treatment purposes. 

 

NHS priorities medical imaging AI for a few reasons: (1) It is the area of greatest 

development in all/data-driven technologies; (2) most radiology images are in a 

standardised digital format, i.e., structured input data for training purposes, 

compared to the unstructured and often non-digital data of health records; and 

(3) image recognition machine learning techniques are more mature.  

 

According to the AIDP webpage, there are around 200 CE marked AI imaging 

technologies already on the market. 

 

 

 

--------------------------------------------------------                 
3 “ round truthing” is where machines are taught about the meaning of something so for instance ground truth 

is information that is known to be real or true, provided by direct observation and measurement (i.e. empirical 

evidence) as opposed to information provided by inference.  

   Medical imaging AI as a key area of interest in all/data-driven technologies     

           

Source: NIHR Innovation Observatory; NHS report in 2019 “Artificial Intelligence: How to get it 
right”  
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Feedback plc (FDBK.L): imaging-based communication for different 
clinical settings    

Feedback plc provides an integrated communications platform for secure and 

regulated access of medical images by pulling together the data and knowledge 

from multiple hospital IT systems, so that the workflow enables clinicians at 

different locations to collaborate and reach healthcare decisions for patients. 

This allows for geographic flexibility for both clinicians and patients, streamlines 

healthcare workflows and reduces waiting times.  

 

The system consists of Bleepa on the application layer and CareLocker on the 

data layer. Bleepa is a clinician facing app that displays clinical results from a 

patient’s Care oc er, a cloud-based storage solution. Clinicians can communicate 

via the app with patients and among colleagues through a secure, auditable chat 

interface that links back to the patient’s medical record. Bleepa is the only UKCA 

marked communication platform in the marketplace to contain a DICOM (Digital 

Imaging and Communications in Medicine) image viewer for clinical image 

display.  

 

 

NHS contacts and Community diagnostic centres (CDC’s) 

Feedback currently has three NHS contracts. Its solutions are ideal for NHS 

England’s plan  to bring diagnostic investigations closer to patients to reduce the 

post-COVID elective care backlog. This £10bn multi-year programme aims to 

establish community diagnostic centres (CDC’s) to focus on checks, scans and 

Bleepa in action  

              

• Convert JPE  images to DICOM compatible files.  

• Enables the uploading of DICOM and JPE  images directly 
into a patient’s care episode in Care oc er. 

• Share  annotate and review images such as X‐ray at a 
standard approved for clinical use.  

• A common view of a patient’s data including lab results  
reports and medical images by extracting clinical data from 
siloed hospital systems. 

• Patient‐specific  secure  auditable and asynchronous chats 
among clinicians across disciplines.  

• No patient data stored on the device.  

• Support third‐party AI solutions. 

Source:  Feedback plc  Data  
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tests. Patients will be able to do tests such as imaging, blood tests and ECGs in 

high-street locations rather than hospitals. According to Open Access 

Government, as at May 2023, 106 community diagnostic centres have been 

opened across England. It is envisioned that up to 160 community diagnostic 

centres will be set up by 2025.  

 

 

The Sussex pilot contract with Queen Victoria Hospital NHS Foundation Trust 

represents the first live symptom-based CDC care pathway and highlights the 

potential to establish symptom-based pathway models for Community 

Diagnostic Centre (CDC) services using the Company’s digital infrastructure 

solutions Bleepa and its first example of cross-provider connectivity.  

 

AI via Bleepa: Evangelical Hospital Khariar in Odisha, India  

This is a pilot project in partnership with Amazon Web Services (AWS) and 

Mumbai-based Qure.ai for remote tuberculosis (TB) screening at rural 

communities.  Over 520 cases have been processed during the project to date 

and Qure.ai identified TB in approximately 14% of cases.   

 

 

The AI platform Qure.ai reads X-ray scans and send the results to doctors, who 

then reconfirm the results by looking at the X-ray through the mobile app and 

initiate treatment. The technology has also helped other clinicians in the general 

surgery and orthopaedic departments, in cases where they need to check an X-

ray before deciding on the line of treatment for patients.   

Feedback plc’s contracts with NHS  
Customer  Type Value User base  

Royal Berkshire NHS Foundation Trust Acute trust  £102k/annum 332 clinicians across 3 specialities  

Northern Care Alliance NHS Foundation Trust Acute trust £98k/annum 900 clinicians across 3 hospitals and 7 specialities  

Queen Victoria Hospital NHS Foundation Trust 
in Sussex  

Community diagnostic centre £450k/annum 89 users and growing, 3 GP practices, 1 CDC and 
1 hospital across 1 speciality  

Source:  Feedback plc Data 

Evangelical Hospital Khariar in Odisha, India 

        

Source:  Feedback plc  Data  
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Intelligent Ultrasound Group plc (IUG.L): Classroom to Clinic  

Ultrasound is a non-invasive technique that uses sound waves to generate 

images of the internal body for diagnosis or medical procedures. Different from 

medical imaging technologies such as X-Ray and MRI, ultrasound is a dynamic, 

real-time modality where the skills of the operator are paramount.  

 

Intelligent Ultrasound plc (formerly known as Medaphor plc) was established in 

2004 by Cardiff University’s School of Medicine to develop a hi-fidelity ultrasound 

training simulator that utilised haptic based ‘real feel’ technology.  

 

In 2017, the Company generated £4.2m sales from ultrasound training, raised 

£5.4m via a placing and acquired Intelligent Ultrasound Limited, a spin-off from 

the University of Oxford with early AI software that could automatically identify 

and grade key obstetric images, for £3.6m.  

 

 

Data sourcing, curation and training  

The company’s AI development team currently consists of 20+ members, 

including AI developers, software engineers, image segmenters and medical and 

regulatory advisors. The deep learning techniques are supervised, with data 

labelled by human experts based on medical consensus. In other words, 

experienced sonographers “teach” machines about the meaning of the images  

a process known as “ground truthing”.  

 

The size, quality and diversity of image datasets is critical to the outcome of 

supervised deep learning. Image data is sometimes sourced by working with 

research institutions (e.g., a clinical study in 2018 within the Aneurin Bevan 

University Health Board to capture images of Peripheral Nerve Block (PNB) 

ultrasound-guided anaesthesia). To enhance the diversity of images, the 

Company  established an alliance in 2019 with Mediscan Systems, a premier fetal 

medicine and ultrasound research and training centre in India, under which 

Intelligent Ultrasound provides ScanTrainer ultrasound training simulators in 

return for access to their large ultrasound image libraries. To date, Mediscan has 

supplied over one million images to Intelligent Ultrasound. 

 

At the time of the acquisition of Intelligent Ultrasound Ltd., the Company had a 

library of 350,000 trained images for obstetrics. By 2022 the total size of 

Intelligent Ultrasound’s AI image database has increased to over 15 million.    
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Monetisation of three AI products 

In the financial year ended on 31 December 2022, Intelligent Ultrasound 

generated revenues of £10.1m, including £0.7m from its three AI products. The 

Company’s vision is to grow its total revenue to £25m by 2025.  

 

ScanNav Anatomy PNB (Peripheral Nerve Block)  

Ultrasound-guided peripheral nerve blocks are increasingly being used as a 

prudent and cost-effective alternative to general anaesthesia. This product aims 

to provide support and guidance to improve safety during the PNB procedure. 

 

ScanNav Anatomy PNB is sold as a standalone device on a portable stand that 

can be plugged into existing anaesthesiology ultrasound machines. 

 

 

NeedleTrainer 2.0 

NeedleTrainer incorporates the PNB software to teach ultrasound-guided 

needling skills. It can be sold as a plug-in system to existing ultrasound machines, 

or as a standalone system by incorporating the GE HealthCare Vscan Air handheld 

ultrasound device.  

 

 

 
  

Intelligent Ultrasound’s AI products 
Product Use case Business model Development history 

ScanNav Anatomy 
PNB   

Pathway guidance for 
medical procedures such 
as regional anaesthesia  

Direct sale and via 
resellers 

▪ Development with £0.5m grant from Innovate UK  

▪ Integrated with the Company’s augmented reality technology 
used in training 

▪ CE approval and UK market launch in 2021 

▪ FDA approval in 2022 

NeedleTrainer 2.0 PNB trainer + GE Vscan 
air handheld ultrasound 
device 

Direct sale and via 
resellers 

▪ Relaunched to the market in 2022 as a standalone device 

ScanNav Assist An optional feature for 
SonoLyst software on GE 
HealthCare Voluson 
SWIFT 

Royalty ▪ 10-year exclusive licensing and co-development agreement 
signed with GE Healthcare in 2019 

▪ GE Healthcare launched the Voluson SWIFT in 2020 

Source:  Intelligent Ultrasound Group plc Data   
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ScanNav Assist  

ScanNav Assist is provided by Intelligent Ultrasound as an optional feature on GE 

Healthcare’s Sono yst software on the Voluson Expert 22 and SWIFT ultrasound 

machine. SonoLyst is the world's first fully integrated AI tool that recognises the 

twenty one views recommended by the International Society of Ultrasound in 

Obstetrics and Gynaecology mid-trimester practice guidelines for fetal imaging.  

 

GE Healthcare has approximately a 51% global market share in the Women’s 

Health ultrasound market according to Signify Research in 2021.  

 

 
  

  GE’s SonoLyst with ScanNav AI technology from Intelligent Ultrasound 

           

 

Source:  Intelligent Ultrasound Group plc 
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AI for neuroscience: decoding the human cognition  
“Our intelligence is what makes us human,  

And AI is an extension of that quality.”  

Yann LeCun, 2018 Turing Award Winner  

 

Indeed, the advent of artificial neural networks modelled on the human brain is 

the cornerstone of AI systems today. The human brain contains approximately 

86 billion neurons, communicating with neurotransmitters. In a human neuron, 

the nucleus transforms the chemical inputs from the dendrites into electric 

signals. These signals are then transmitted to the next set of neurons through the 

axon terminals.  

 

In an artificial neural node (i.e., perceptron), the input values are transformed by 

the weights, biases, and activation functions. Centred on this core principle, 

many successful techniques and modelling methodologies have been developed 

by drawing further inspiration from how the human brain functions. A famous 

case in point is Yann LeCun’s own work in computer vision by pioneering 

Convolutional Neural Networks (CNNs). CNN’s neurons are arranged like the 

brain’s frontal lobe, the area responsible for processing visual stimuli. 

 

 

However, our brains are significantly more complex in structure and far more 

intricate than today’s AI. Despite AI’s progress to date in sensing and perception 

(within the limit of mechanical sensors), it does not yet have cognitive 

capabilities. Whilst perception is an important element of cognition, cognition is 

a much broader and higher-order concept than perception. It is through 

cognition that we define ourselves and our humanity, consciously and 

unconsciously. As neuroscientists are yet to fully understand the detailed 

mechanisms of how different brain regions interact, how neural circuits process 

information, and how cognition emerges from neural activity, the use of AI to 

seek answers to neuroscientific questions, from general cognition to cognitive 

impairment will help us to better understand ourselves as humans and continue 

to advance AI by making it more human-like. 

 

  Human neurons  Artificial neurons   

            

Source: https://doi.org/10.23838/pfm.2018.00030 

https://doi.org/10.23838/pfm.2018.00030


  

                                                                                                     

26 

 

 

IXICO plc (IXI.L): end-to-end neuroimaging CRO for precision in 
neuroscience   

IXICO was incorporated in 2004 as a spin-out from three London academic 

institutions: Imperial College London, University College London and King’s 

College  ondon. The Company’s initial 3-year research project was called 

“Information eXtraction from Images” (hence the “IXI” name). IXICO provides 

end-to-end neuroimaging data management and analytics services with brain MR 

(magnetic resonance) and molecular PET/SPECT (positron emission 

tomography/single-photon emission computerised tomography) imaging 

modalities for clinical trials in neuroscience, with a focus on therapeutics 

targeting neurodegenerative diseases. IXICO works with a wide range of CNS 

disorders such as parkinsonian disorders, Alzheimer’s disease, Huntington’s 

disease, progressive supranuclear palsy (PSP) and multiple system atrophy 

(MSA). It is also supporting clinical trials in demyelinating disorders. 

  

IXICO has a single digit global market share. Given an ageing population, the 

Company anticipates its focus on the growing CNS market provides runway for 

growth.  

 

TrialTracker 

This is IXICO’s proprietary image data management platform for clinical trials. 

This tool provides a repository of image and associated data and a secure 

interface for uploading data from imaging centres with built-in anonymisation. It 

supports regulatory compliance in clinical trials and the integration of 

radiological reading workflows, image processing/analysis algorithms, and data 

reporting engines as plugins. 

TrialTracker: data management platform to deliver analytics services  

            

Source: IXICO plc 
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TrialTracker enables deployment of IXICO’s in-house analysis plugins as well as 

third-party analysis solutions for the analysis of MRI data across a range of 

acquisition types (e.g. structural, diffusion, functional, ASL, MRS) and PET/SPECT 

data across a range of tracers (e.g. amyloid, tau, FDG, DAT, TSPO). Regional 

volume changes and local on advanced MRI sequences and on PET/SPECT data is 

driven by IXICO’s volumetric segmentation engines: LEAP (based on manifold 

learning) and a new platform introduced to the market  in 2022,  IXIQ.Ai (based 

on convolutional neural networks). 

 

LEAP: Learning Embeddings for Atlas Propagation 

LEAP was patented by Imperial College London in the late 2000’s and exclusively 

licensed to IXICO. LEAP is based on multi-atlas propagation and can automatically 

segment and quantify the volume of >150 brain structures. Currently, LEAP 

algorithms are deployed to measure the volume of more than a dozen brain 

structures, including the hippocampus, the lateral ventricles or the whole brain.  

 

Multi-atlas label propagation is the propagation of ground-truth anatomical 

structures from a set of annotated atlases onto the target image via image 

registration and then finding the consensus segmentation on the target image by 

label fusion. In layman’s terms  LEAP takes a large dataset of manually annotated 

or corrected images (i.e., reference data), identifies the most anatomically similar 

ones via image registration (i.e., transforming different sets of data into one 

coordinate system) and produces the consensus and finalised segmentation.  

  

Image registration and segmentation  

               

Source: IXICO plc Chief Scientific Officer Robin Wolz  
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Data rights as a differentiator  

Access to data is one of the key drivers for the development of IXIQ.Ai. IXICO 

started about ten years ago to proactively negotiate for data rights. Today, the 

Company has data rights in almost half of its current contracts with clinical trial 

customers. IXICO also regularly co-develops algorithms with clients or refines its 

algorithms during the contract period and to date, owns or has access or rights 

to datasets of seven unique indications and over more than a dozen MRI and 

PET/SPECT modalities.  

 

To make full use of its unique collection of datasets, IXICO needed to shorten the 

R&D cycle from validation to running of hundreds of test cases. Doing this on the 

LEAP platform would simply be too time consuming. This is mainly because the 

extensive optimisation for image registration needed as atlas matching takes 

considerable computational time. For example, it takes approximately four hours 

to segment an MRI image of 1 million voxels. 

 

IXIQ.Ai: AI-Based Brain Segmentation Platform 

IXIQ.Ai is pre-trained with Convolutional Neural Networks (CNNs) for 

optimisation of image segmentation at the general level. By applying transfer 

learning tools, training for a specific problem can be achieved with a reduced 

number of highly curated datasets (say fifty high-quality annotated images). This 

training process takes days (compared to weeks in traditional machine learning), 

a significant reduction in R&D cycles and run-time.  

 

 

The pre-training approach also creates synergies between indications and 

between modalities if the same biomarker is used for different diseases (e.g., 

subcortical structures for Huntington’s disease and Par inson’s disease).  

 

IXIQ.Ai+ gBSI (Boundary Shift Integral method) for caudate atrophy measurement 
in Huntington’s disease  

        

    

Source:  IXICO plc 
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To date, IXICO has completed the curation of datasets to train IXIQ.Ai for 

Alzheimer's disease and Huntington’s disease.  

 

 
IXIQ.Ai offers the following advantages:  

(1) Speed  

The shorter development cycles allow quick deployment of different disease 

models and open up opportunities for clinical application where real-time 

processing is a requirement. 

 

(2) Precision  

IXIQ.Ai can learn more subtle or challenging data patterns, i.e., more difficult-

to-measure brain structures such as the putamen, which is located deep 

within the brain. Putamen plays a crucial role in various motor and cognitive 

functions and is affected by disorders such as Huntington’s disease. Another 

example is IXIQ.Ai segmentation of hippocampal subfields, as a more 

sensitive biomarker in the early stages of Alzheimer's disease. Traditional 

tools required non-standard MRI sequences to do this properly but IXIQ.Ai 

can provide a good estimate from the standard volumetric (T1) MRI sequence 

alone.  

 

Moreover, the enhanced level of accuracy enables patient-level decision-

making (such as patient selection in innovative gene therapies where 

injections to the affected region are required).  
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Cambridge Cognition Holdings plc (COG.L): speech as a biomarker for 
cognition   

This UK quoted company develops and commercialises computerised 

neuropsychological tests for worldwide sales. Its core product is CANTAB® 

(Cambridge Neuropsychological Test Automated Battery) related software and 

services. CANTAB® is a suite of twenty-five computerised cognitive tests used for 

clinical trials, academic research and devices in use in primary or secondary care. 

Approximately 90% of Cambridge Cognition’s revenue is from clinical trials for 

therapeutics of CNS diseases. 

 

Each year there are 500-600 clinical trials in the world deploying some measures 

of cognition. Speech has emerged as a key area of clinical interest because speech 

provides insight to a broad spectrum of symptoms, cognitive deterioration 

and/or improvement over time. In the past, it was impractical to assess speech 

capabilities of subjects/patients at scale because the sessions were run face-to-

face. Voice-related metrics were limited to straightforward measures such as 

pauses as an indication of memory. Today, natural language processing (NPL) and 

other machine learning techniques are making it possible to deliver and analyse 

speech capabilities at scale and in an increasingly objective manner.  

 

To meet this demand, Cambridge Cognition has been developing and automating 

short and structured verbal assessments (typically single words) as well-validated 

cognitive tests. In January 2023, Cambridge Cognition acquired Winterlight Labs 

for a total consideration of £7m, comprising a cash payment of £3m and £4m in 

shares. This acquisition complements Cambridge Cognition’s verbal offerings as 

Winterlight Labs focuses on free-speech-based cognitive assessments.  

 

Winterlight Labs, a spin-off of Toronto University in 2015, develops a proprietary, 

tablet-based technology to conduct burst assessments on cognitive health 

(including memory, thinking, and reasoning) by analysing language markers from 

short snippets of speech. The purpose is to deliver measurements that are more 

objective and can be done at scale. This is achieved by automating the 

assessment process and by quantifying variables for scoring of existing 

assessments.   

 

Data acquisition, annotation and clinical validation  

It takes two to four years to acquire the data, train the data, establish speech 

phenotypes for different disorders, fine-grained speech analysis, and acquire 

clinical validations and Winterlight Labs has completed numerous such cycles. 
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Whilst the quality of data available has improved over the past ten years given 

the advancement of diagnostics, the acquisition of quality and representative 

speech data remains challenging. Winterlight Labs has sponsored a number of 

academic studies for data acquisition.  

 

Winterlight focuses on natural speech responses, typically one minute in length. 

This captures grammar, syntax, word generation and frequency in the use of 

certain words. Speech data is highly dimensional and the company analyses 

speech data in two streams: linguistic features and acoustic features. Linguistic 

features are analysed with signal and NLP to extract features capturing different 

properties of speech including acoustic, timing, lexical, morphological, syntactic, 

semantic coherence, and discourse. Acoustic speech features (e.g., silent pauses, 

fundamental frequency, jitter, shimmer) are extracted from speech recordings.  

 

 

 

 

Typically, more than 800 variables are collected per sample. Given the size of the 

dataset and the high dimensionality of data, traditional ML techniques such as 

Support Vector Machines (SVMs) and Bayesian frameworks are used.  

 

 

 

 

 

 
  

Winterlight Labs Speech Analysis Pipeline 

            

Source:  Cambridge Cognition Holdings plc 
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Synthetic data and trustworthy AI   
Synthetic data (artificial data generated from real world data) is primarily used in 

two broad circumstances: (1) when there is minimal or no real data available, 

when the data quality is poor or not sufficiently representative or when it is 

simply too expensive or impossible to acquire data, synthetic data is used to save 

money and time; and (2) when it is necessary to anonymise data to protect 

privacy for compliance and governance reasons. On this occasion, synthetic data 

is generated to mimic real-life data.  

 

Unsurprisingly, the use of synthetic data for training is on the rise for practical 

and economic reasons. The prediction by Gartner in 2021 is that by 2030, 

synthetic data will completely overshadow real data in AI models. We think this 

is particularly the case for supervised learning when real-life data is labelled by 

humans. According to Paul Walborsky, co-founder of AI.Reverie, one of the first 

dedicated synthetic data services, a single image that would cost US$6 from a 

labelling service can be artificially generated for just 6 cents.  

 

Whilst there is nothing unnerving about American Express experimenting with 

generative adversarial networks to produce synthetic data on rare fraud patterns 

to better identify scams, it seems a leap of faith to rely on algorithms to ground 

truth medical imaging data for training purposes. In fact, the Medicines and 

Healthcare products Regulatory Agency (MHRA) has succeeded in developing 

synthetic data which mimics ground truth data so closely that it can be used to 

validate algorithms - including AI algorithms - in medical devices in a project 

targeting COVID-19 and cardiovascular diseases and funded by the Regulators’ 

Pioneer Fund.  

 

As the success of transfer learning with the models trained using ImageNet for 

medical imaging applications (as shown in the above NHS AI Lab case study) 

demonstrates AI’s capability in applying learning from related domains, the day 

when an AI program is capable of accurately interpreting all types of 

abnormalities and self-learning across unrelated domains may not be too far off.  

 

As general-purpose models such as LLMs (Large Language Models) have achieved 

impressive results and synthetic data (e.g., AlphaFord) becomes an increasingly 

important source of training data, there is no doubt that data governance is 

essential to ensure AI’s trustworthiness and that it can be explained. Below we 

profile the NHS AI Lab Skunkworks’ project on synthetic patient data for the 

purpose of privacy protection.  
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NHS AI Lab Skunkworks project: mock (synthetic) patient data  

Using the synthetic data generation model “SynthVAE” developed by the NHS 

Transformation Directorate’s Analytics Unit  the Skunkworks team embarked on 

this joint project to create an end-to-end workflow for generating and assessing 

synthetic data. The project ran from December 2021 to April 2022. 

 

SynthVAE was originally designed for a smaller number of variables; hence it was 

upgraded to be able to handle new data variables, train with a large dataset and 

generate synthetic data containing several million entries.   

 

 

 

Steps and hurdles    

The project team identified a suitable open-source dataset, Medical Information 

Mart for Intensive Care (MIMIC-III), which contains anonymised health data from 

over 40,000 patients who stayed in critical care units in Beth Israel Deaconess 

Medical Centre in Boston, Massachusetts between 2001-2012. This dataset was 

chosen because of its size and variety. The raw MIMIC-III files were structured 

into a single dataset containing the treatment details about a hypothetical set of 

patients. The dataset looked similar to those in a real hospital setting and was 

then used to train SynthVAE so that it could generate synthetic data.  

 

 

 

 

  Workflow developed by NHS AI Lab for generation of synthetic patient data     

               

Source:  NHS AI Lab Skunkworks and Hybridan LLP 
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Due to a lack of an industry standard in the assessment of synthetic data, the 

project team used an evaluation capability from Synthetic Data Vault (SDV), a 

Python library for creating tabular synthetic data, and chose a range of evaluation 

metrics to capture the broadest possible characteristics of the generated 

synthetic data.  

 

The NHS has set the following three criteria for synthetic data: 

• Utility – The synthetic data must be fit for its defined use.  

• Quality – The synthetic data must be a sufficient representation of the 

real-life data.  

• Privacy – The synthetic data must not “lea ” or expose sensitive patient 

information from the real data. 

 

Whilst the generated synthetic data meets the criteria of utility and quality as 

shown in the graphs below, the Analytics Unit explored the use of adversarial 

attacks to assess the model robustness in terms of privacy protection. Adversarial 

attacks refer to deliberate modifications or perturbations (“noise”) made to input 

data with the intention of causing machine learning models to make incorrect 

predictions or classifications. These attacks exploit the vulnerabilities and 

sensitivities of these models to small changes in input data that might be 

imperceptible to humans but can lead to significant changes in model outputs. 

The project team focussed on membership attacks, i.e., adversary attempts to 

determine whether a specific data point was included in the training dataset.  

 

  

 

Real data vs. synthetic data 

      

 

Source:  NHS AI Lab Skunkworks 
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Exploristics Ltd: patient-level synthetic data to de-risk clinical trials  

Founded in 2009, Exploristics provides biosimulation software and biostatistics 

services for designing, analysing and reporting clinical trials. To further capitalise 

its knowhow and transform its business model from a traditional consultancy 

services business to technology-enabled services with licencing and services 

revenue, the Company is offering a simulation-guided clinical trial design 

platform, KerusCloud.  

  

KerusCloud generates synthetic patient-level data for clinical trial simulations in 

order to de-risk clinical trials. There are multiple ways to generate synthetic data: 

(1) use a real, patient level dataset to derive the key characteristics for the 

synthetic data; (2) use the KerusCloud interface to manually input the summary 

statistics that define the characteristics of the synthetic data; or (3) create an 

augmented dataset using both patient-level data from a registry (data in need of 

cleaning up) and summary statistics from publications in the public domain. 

Machine learning is deployed to cluster toward the endpoints.  

 

Exploristics is seeing growing interest from big pharmaceutical companies who 

need to manage their asset pipelines and have plenty of clinical trial data 

(including failed trials) sitting around.  

 

The latest version of KerusCloud 2023 offers features such as Bayesian Posterior 

Probabilities, Estimands and Repeated Measures.  Estimands describe what is to 

be measured in a study to ensure that its design and objectives are aligned. 

Consideration of estimands is now recommended by the FDA and the EMA 

(European Medicines Agency) for clinical study protocols. KerusCloud is the only 

clinical trial simulation platform that implements the addendum on estimands 

and sensitivity analysis under the regulatory guidelines, ICH E9. This ensures the 

best estimand strategy and better regulatory interactions. 

 

 Five stages of the process to generate synthetic data     

                

Source:  Exploristics Ltd data  
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Fake data: the good, the bad and the black box  

Provided a best practice in synthetic patient data can be established to ensure 

privacy protection and allow data shareability, it will open up a vast pool of real-

life data for research purposes and accelerate the R&D process. For example, the 

two synthetic datasets created by the Medicines and Healthcare products 

Regulatory Agency (MHRA) mentioned above are open to Clinical Practice 

Research Datalink (CPRD) members and non-members for access.   

 

Whilst high-quality synthetic data may resolve privacy concerns, engineer data 

diversity, predict rare events and model new or anticipated circumstances, poor-

quality synthetic data may aggravate the problems. Moreover, the growing 

prevalence of synthetic data poses yet another dimension of challenges to ensure 

AI “explainablity” and trustworthiness, in our view. This is particularly an issue as 

data scientists and AI developers become increasingly confident and innovative. 

For example, newer techniques can generate truly synthetic data, i.e., data not 

extrapolated from an existing dataset. There are also AI models such as Stable 

Diffusion capable of generating photo-realistic images given any text input.  

 

In the absence of industry standards or best practices, the safety and efficiency 

of synthetic data is yet to go through reality checks over time. Before we gather 

sufficient empirical evidence of how synthetic data performs in the real world, 

how much can we truly afford to rely on mathematical and statistical properties 

to capture the nuances of human bodies and the unpredictability of disease 

diagnosis and prognosis?  

 

In fact, this conundrum goes far beyond the data level. How humans create and 

interact with AI whilst allowing AI to reinvent itself and influence our lives is 

perhaps the biggest challenge that we need to address to ensure our own survival 

and continued prosperity.  
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UK-listed and private unlisted  companies with AI activities   
Market Cap and closing price on 8 September 2023 

*A corporate client of Hybridan LLP 

 

Allergy Therapeutics PLC (AGY.L) - The immunotherapy Company specialising in allergy 
vaccines is developing Grass MATA MPL (a short course grass pollen immunotherapy 
currently in Phase 3 trial) and VLP Peanut (a peanut allergy vaccine currently in Phase 1 
Protect Trial). The Company is using digital solutions including machine learning to collect 
and analyse patient data.  
Market: AIM Market Capitalisation: £19.4m Share Price: 2.85p 

 

BenevolentAI (AMS: BAI) – The drug development company’s BENEVOLENT PLATFORM is 
an AI enabled drug discovery engine which accommodates target identification through to 
clinical development. AI-generated targets are validated in laboratories using advanced 
technologies such as CRISPR (Clustered Regularly Interspaced Short Palindromic Repeats), 
RNA-seq, and human iPSCs. BEN-8744 is a drug candidate under development as a first-in-
class ulcerative colitis treatment for a novel target (PDE10, phosphodiesterase 10) 
discovered using its AI platform. In addition, BenevolentAI has a multi-year partnership with 
AstraZeneca.  
Market: EURONEXT Market Capitalisation: £153m Share Price: €1.04 

 

Brainomix Limited (Private) - A University of Oxford spin-out company developing an AI 
platform that automates and validates imaging biomarkers targeting 3 areas: 1) stroke 
assessment, 2) interstitial lung diseases and 3) Solid Cancerous Tumour Assessments. The 
Company has been awarded the phase 4 AI in Health & Care Award by the NHS. 

 

Cambridge Cognition Holdings plc (COG.L) – The provider of digital solutions to assess brain 
health, acquired Winterlight Labs in January 2023 to bolster its speech analysis capabilities. 
Winterlight Labs, based in Toronto, Canada, focuses on machine-learning based voice 
assessments, using free-speech inputs or those that require deductive reasoning or 
interpretation.  
Market: AIM Market Capitalisation: £32.1m Share Price: 92p 

 

C4X Discovery Holdings PLC (C4XD.L) – The drug discovery Company focusing on small 
molecule drug candidates in anti-immuno-inflammation, has three main technologies: 1) 
Conformetrix – a software enabling rational and accelerated 4D structural drug design using 
experimental data. 2) 4sight – a programme working hand in hand with Conformetrix to 
visualise and analyse the behaviour of molecules and 3) PatientSeek – utilises a 
mathematical approach to stratify patients for novel treatments based on their genetics. 
The Company currently has partnership programmes with Indivior, Sanofi and AstraZeneca.  
Market: AIM Market Capitalisation: £46.0m Share Price: 18.225p 
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DXS International plc* (AQSE: DXSP) – DXS’s flagship product  Point of Care with the new 
SMART Referrals and Smart Pathway functionality, is a clinical decision support solution 
and deployed at c. 2,000 GP practices in the UK, with a 26% market share. It provides best 
evidence treatment guidance and facilitates GP workflows. The second program is 
ExpertCare and is currently working with the NHS too. By leveraging its knowhow in 
treatment pathway compliance and ability to access patient records, DXS is seeking to 
transform itself to a SaaS (software as a service) company by offering ExpertCare, a rule-
based AI Meds Review solution for chronic conditions management. The first condition, 
hypertension, is at early stage of its commercial launch. 
Market: AQSE Market Capitalisation: £1.6m Share Price: 2.75p 

 

e-therapeutics plc (ETX.L) – e-therapeutics utilises AI to quickly generate hypotheses, 
identify and rank potential novel gene targets and generate RNAi medicines. With a focus 
on highly specific gene expressions in the liver, the company uses its biology platform 
HepNet  to model disease complexity, generates millions of therapeutic hypotheses in 
silico, and to identify and rank potential novel gene targets. Its proprietary GalOmic RNAi 
platform then generates GalNAc-siRNA medicines that specifically silence novel genes 
expressed in hepatocytes (liver cells). 
Market: AIM Market Capitalisation: £90.3m Share Price: 15.5p 

 

Excientia (NASDAQ: EXAI) – The Company’s design platform uses different types of AI 
techniques (e.g., generative AI and active learning) and modelling systems in combination. 
The Company currently has three clinical stage compounds in oncology and I&I 
(inflammation & immunology): (1) EXS21546 (majority owned by Excientia) targeting A2A 
receptor in Phase I for treatment of renal cell carcinoma (RCC) and non-small cell lung 
cancer (NSCLC); GTAEXS617 (co-owned with GT Apeiron), a CDK7 inhibitor, in Phase I for 
the treatment of advanced solid tumours; (2) EXS4318 (outlicensed to Bristol Myers Squibb) 
in Phase I for inflammatory diseases.   
Market: NASDAQ Market Capitalisation: $684m Share Price: US$5.5 

 

  

Exploristics (Private) – The Company provides biosimulation software and biostatistics 
services for designing, analysing and reporting clinical trials. Its simulation-guided design 
platform, KerusCloud, utilises virtual patient data to de-risk clinical trials. KerusCloud was 
developed with the Company’s internal funding and two grants and a loan from Innovate 
UK. Kerus 1.0 started in 2014 as an installable simulation tool coded in Matlab. It developed 
into KerusCloud in 2017 and KerusCloud 2 today offers features such as Bayesian, 
Estimands and Repeated Measures.  
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Feedback plc (FDBK.L) – The Company provides an integrated clinical communications 
platform for secure and regulated access of medical images in a variety of settings by pulling 
relevant clinical data from hospitals and facilitating collaboration among remote clinical 
teams. This system consists of Bleepa on the application layer and CareLocker on the data 
layer. Bleepa is the only UKCA marked DICOM image viewer in the marketplace for clinical 
image display. Currently, Feedback plc has secured three contracts with the NHS. 
Feedbac ’s system also supports third-party AI solutions. It is currently conducting a pilot 
project at Evangelical Hospital Khariar in Odisha, India in partnership with Amazon Web 
Services (AWS) and Mumbai-based Qure.ai for remote tuberculosis (TB) screening at rural 
communities.   
Market: AIM Market Capitalisation: £11.7m Share Price: 87.5p 

 

Forward Partners Group plc (FWD.L) – The investment firm specialising in high-growth 
early-stage technology firms is broadening its approach into artificial intelligence. Sonrai 
Analytics – an AI platform for medical research and development is the first biotech AI firm 
in its investment portfolio. Sonrai leverages large data sets and uses AI to identify novel 
biomarkers and develop drug candidates. Another investee, PocDoc, is an early-stage 
personal diagnostics company using AI.  
Market: AIM Market Capitalisation: £37.0m Share Price: 27.5p 

 

Hemogenyx Pharmaceuticals plc (HEMO.L) – This biopharmaceutical Company utilises 
synthetic biology and AI to develop medicines and treatments to treat blood and 
autoimmune diseases. The Company has developed Chimeric Bait Receptor (CBR) platform 
technology, designed to program immune cells to eliminate viral infections. In addition, the 
Company has two preclinical programs: (1) Hu-PHEC (human hemogenic endothelial cells) 
based on cell therapy to improve bone marrow transplants; (2) CDX bi-specific antibodies 
for patients conditioning for BM/HSC (bone marrow / hematopoietic stem-cell) transplants 
and/or relapsed AML (acute myeloid leukaemia) patients.  
Market: AIM Market Capitalisation: £22.0m Share Price: 1.925p 

 

hVIVO plc (HVO.L) – A CRO dedicated to human challenge studies testing infectious and 
respiratory disease products with over a 95% global market share. As human challenge 
studies are undertaken in a controlled environment, hVIVO can reduce noise and maximise 
signals in the data to identify key biomarkers shown in different responses of trial subjects. 
Without the use of AI, the Company spent four years sifting through the placebo-arm data, 
to identify specific genes and pathways that play a crucial role in mild and severe influenza 
cases. To accelerate the monetisation of this intellectual property, hVIVO span off Poolbeg 
Pharma plc. for drug discovery and development.  
Market: AIM Market Capitalisation: £123m Share Price: 18.025p 
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Intelligent Ultrasound Group plc (IUG.L) – A “classroom to clinic” ultrasound specialist with 
two businesses: (1) training programs with a hi-fidelity ultrasound training simulator that 
utilises haptic based ‘real feel’ technology; (2) deep-learning based ultrasound image 
analysis software, to validate, standardise and speed up the process of taking ultrasounds. 
Its three software products include: 1) ScanNav Anatomy PNB – to provide support and 
guidance to improve safety during the PNB procedure; 2) ScanNAV assist- an optional 
feature for SonoLyst software on GE HealthCare Voluson SWIFT; 3) NeedleTrainer – a 
training aid that uses augmented reality as overlays and a retractable needle.  
Market: AIM Market Capitalisation: £35.1m Share Price: 10.75p 

 

IXICO plc (IXI.L) – The medical imaging analytics Company specialises in clinical trial support 
for therapeutics targeting neurodegenerative diseases. TrialTracker is IXICO’s proprietary 
image data management platform for clinical trials and it comes with two AI-enabled 
plugins: LEAP (Learning Embeddings for Atlas Propagation) based on manifold learning and 
IXIQ.Ai Brain Segmentation Platform pre-trained with convolutional neural networks 
(CNNs).  
Market: AIM Market Capitalisation: £9.7m Share Price: 20p 

 

NetScientific plc  (NSCI.L) – An investment group focused on identifying and investing in 
international and UK domestic deep tech and life science companies. The Company invests 
through its wholly owned subsidy EMV Capital that has 24 holdings. Portfolio companies 
range from early detection of liver cancer, developing safe and versatile immunotherapies, 
early clinical neuro diagnostics and use of AI and machine learning in Remote Patient 
Monitoring.   
Market: AIM Market Capitalisation: £14.5m Share Price: 61.5p 

 

Physiomics plc* (PYC.L) – An oncology consultancy that develops empirical or semi-
mechanistic models to support the development of cancer drugs and treatment regimens 
from late discovery to Phase 1/2 of clinical trials. A bespoke consultancy service is offered 
with the use of its proprietary tool Virtual Tumour (a predictive quantitative systems 
pharmacology model) mainly for global pharmaceutical companies or by constructing 
PK/PD models for biopharma clients. Physiomics uses a range of industry standard and 
bespoke tools, including machine learning, to create models, selecting the most 
appropriate based on the question to be answered and the data available.  
Market: AIM Market Capitalisation: £2.4m Share Price: 1.75p 

 

Poolbeg Pharma plc* (POLB.L) – A biopharmaceutical company focusing on infectious and 
other prevalent diseases. Poolbeg focuses on drug discovery and development of POLB001. 
To accelerate the process of target discovery and validation, the Company has contracted 
two AI programmes: (1) Collaboration with CytoReason for Influenza. This partnership 
enables CytoReason to conduct analysis of Poolbeg’s human challenge data ta ing a mere 
14 months to identify multiple targets. (2) Collaboration with OneThree Biotech for RSV, 
using AI to identify disease relevant biological pathways and potential drug targets.  
Market: AIM Market Capitalisation: £35.3m Share Price: 7.1p 
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Roquefort Therapeutics plc* (ROQ.L) – A drug and therapy discovery and development 
company for hard-to-treat cancers focusing on novel targets. Roquefort has five best-in-
class oncology drug development programs: (1) Midkine antibodies; (2) Midkine RNA 
oligonucleotide therapeutics with novel anti-cancer gene editing action; (3) Midkine mRNA 
program; (4) Mesodermal Killer (MK) cell therapy with direct and nature-killer-mediated 
anti-cancer action; and (5) siRNA targeting novel STAT-6 target in solid tumours. 
Management is exploring the use of machine learning techniques for the Midkine 
oligonucleotide program and the STAT-6 siRNA programme.  
Market: AIM Market Capitalisation: £9.2m Share Price: 7.125p 
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