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AI in UK cybersecurity: the human uplift   
Artificial intelligence (AI) is a double-edged sword in cybersecurity. Whilst 

new AI models, architectures, and innovations are emerging to protect the 

security posture of organisations, attackers are also benefiting from 

deepfakes, sophisticated phishing, and automation of malicious codes. To 

ensure the impact of AI on cybersecurity to be a net-positive, we need to 

pit good AI against bad AI.  

 

Point solutions enhanced with machine learning: Global cybersecurity has 

been built with point solutions, i.e., a single software application that 

serves a defined purpose (e.g., endpoints, Distributed Denial-of-Service 

(DDoS)). As the digital infrastructure expands in scale and scope, the 

deployment of best-in-class point solutions has often resulted in silos and 

overlaps in cybersecurity coverage. With machine learning (ML) in 

operation to identify increasingly frequent threats, high-level clarity of the 

cyber posture is essential to prioritise actions. Security and cybersecurity 

posture refers to an organisation's overall state of cybersecurity readiness. 

 

Self-learning AI: We believe Darktrace’s self-learning AI is unique globally as 

its AI learns about data from where data sits in organisations and 

understands the context and the patterns of data on the fly in order to 

correlate, analyse, prompt alerts and take actions when necessary. This is 

in stark contrast with the mainstream ML approach of training big data 

from different sources, which is then cleaned and summarised.   

 

Generative AI (GenAI): Code automation with human alignment promises 

a productivity gain for both cyber offenders and defenders. NCC Group 

estimates that a productivity gain of 10% to 30% is achievable throughout 

a typical software development project. The fine tuning of foundation 

models for speed is another use case. Crossword Cybersecurity plc 

(Crossword) plans to launch its pen testing service based on LLMs by 

combining services such as technical due diligence. 

 

Data governance and provenance: GenAI is not built with security-in-

design and in fact, AI systems tend to leak their own training data. The 

governance of data and the prevention of data poisoning attacks (malicious 

contamination of data to compromise the performance of AI) are critical.  

 

Frontier AI: As companies such as OpenAI Inc and Anthropic PBC continue 

to push the frontier of general-purpose AI models and pursue AGI (artificial 

general intelligence, AI capable of solving complex tasks with human 

cognitive capabilities), practically all industries need to re-configure and 

reinvent themselves to work with AI and learn to harness the emerging AI 

capabilities. The cybersecurity industry is no exception.  

 

N.B. This research note is prepared by humans, who used the search engine Google to 

ensure accuracy and consult with Claude and ChatGPT for ideas.    
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AI in cybersecurity: point solutions layered with ML  
Cybersecurity as a sector is still young. It can be traced back to the early 1970s 

when the researcher Bob Thomas at Raytheon BBN Technologies Corp in 1971 

created Creeper, a computer worm that moved across the ARPANET (the 

predecessor of the Internet) and left a breadcrumb trail in its wake. In 1972, the 

inventor of emails, Ray Tomlinson, wrote the programme called Reaper to chase 

and delete Creeper. Reaper was considered the first example of antivirus 

software. 

 

This story illustrates how most cybersecurity products have been developed to 

date to defend against known threats or protect specific domains in the digital 

environment. This type of product is known as point solutions, i.e., a single 

software application that serves a defined purpose. Point solutions seek to 

safeguard an organisation’s perimeter against specific threats, often based on 

what has been learned from previous attacks (e.g., identifiers) and by writing 

rules and checking against signatures (i.e., attack patterns). 

 

As the digital infrastructure continues to develop in size and complexity, there 

are often different specifications and protocols operating multiple generations 

of IT products and varying levels of integration with third parties. It is increasingly 

challenging for security operations centres (SOCs) to triage and analyse 

information.  

 

Traditional ML to data-driven ML: It is hardly surprising that classic (not 

compute-heavy) machine learning techniques have long been in use to enhance 

cybersecurity. Some of these techniques can work with small datasets and are 

easy to implement. For example, Native Bayes (NB) algorithm was one of the 

most popular algorithms for spam filtering, malware and intrusion detection.  

 

The mainstream ML approach today is to use large volumes of known attack data 

to establish signature-based detection of threats. These models often use 

supervised machine learning to identify patterns. However, humans interpret 

that data and develop the response, especially in extended detection and 

response (XDR) solutions. 

 

The problem now is that hackers have also become swifter, aided by GenAI and 

open source solutions. Given the growing speed and frequency of attacks, it is 

essential for organisations to create a helicopter view of their cyber posture in 

order to take immediate action on high-impact security events.  
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Smarttech247 Group Plc: aiming to provide unparalleled 
cybersecurity solutions 

Smarttech247 Group Plc (Smarttech247) is a global cyber security Company with 

three products: VisionX MDR (Managed Detection & Response), ThreatHub 

(exposure management) and NoPhish (real-time response to phishing emails). 

Smarttech247 secures global blue-chip organisations and among its customers 

are AutoNation (the largest automotive retailer in the US), FBD Insurance (a 

leading insurer in Ireland) and Aryzta (an international bakery Company 

headquartered in Switzerland).  

 

VisionX MDR 

Smarttech247’s business philosophy is to make the technology stacks of clients 

work harder for them by fully integrating its VisionX MDR platform into the 

technology ecosystem of its clients and ingesting the intelligence from the 

ecosystem. The VisionX MDR platform sits on top of existing security investments 

that its clients have made and enhances the efficiency of these assets by adding 

a layer of transparency and providing a holistic and helicopter view.  As 

customers typically have too many cybersecurity tools in place, putting 

everything under the same umbrella is incredibly useful. VisionX provides the 

perfect blend of technology, process and human expertise to provide 24/7 

cybersecurity to clients.  

 

Aio: AI assistant in VisionX  

Aio, an Italian name that symbolizes “Teacher” was launched in March 2024 as 

the AI assistant on VisionX.   

 

Smarttech247 believes that its Aio offers three advantages: 

▪ Contextual understanding 

Instead of pushing raw data, alerts or security ledgers, Aio understands 

the context behind the data. It correlates the variety of sources within 

the client’s digital infrastructure and provides a comprehensive risk 

landscape. This helps to prioritise threats based on relevance and impact.  

 

For example, in the event of a new vulnerability, users can go into VisionX 

and type, “How am I vulnerable to this Citrix breach”. Aio will reply within 

two seconds: “You have a server in your environment that is at risk.”  

  

▪ Personalisation and customisation 

Aio is highly adaptable to each client's environment and can learn from 

user interactions and feedback to tailor its recommendations. 
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▪ Integration and synthesis of intelligence from the tech ecosystem  

Aio pulls together every bit of AI from a client’s existing tools such as 

firewalls and antivirus Endpoint Detection & Response (EDR) and makes 

it more understandable to humans by improving such data. 

Smarttech247 also makes sure that the data it ingests from these tools is 

sanitised.  

 

Vendor-agnostic  

Smarttech247 has formed strategic partnerships with some of the world's largest 

technology vendors such as CrowdStrike Holdings Inc, Microsoft Corp, Google, 

IBM so that its product integrates into the wider technology ecosystem. A case 

in point is Smarttech247’s announcement on 26 March 2024 regarding its 

partnership with Google. As part of this partnership, Google's SIEM (Security 

Information and Event Management) and SOAR (Security Orchestration, 

Automation, and Response) capabilities will be available on Smarttech247's 

VisionX platform. 

 

Smarttech247 is vendor agnostic and it regularly advises its customers on the 

best solution for their environment because every environment is different.  

 

CISOHub 

Smarttech247 has also released its CISOHub feature inside VisionX which helps 

security leaders understand the cyber risk their organisation faces, it allows them 

to prioritise security initiatives and facilitates reporting that can be provided to 

Boards or executive management in respect of their cybersecurity posture.  

 

AI enabled by human context 

Smarttech247 has developed its own ML (machine learning) models for threat 

profiling, etc. and benchmarks its data continuously.  

 

Unlike some vendors who promise fully automated security solutions, 

Smarttech247 insists that humans should always be part of the cyber posture 

because cybersecurity is about humans fighting humans, not machines fighting 

machines. Smarttech247’s artificial intelligence is enabled by the human context. 

This is important in the cybersecurity industry where partnership with customers 

is key. 
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Self-learning AI: Learning where the data sits in 
organisations       
We believe Darktrace’s self-learning AI is unique in the world as its AI is not based 

on training of big data that is pulled from different sources, cleaned and 

summarised. Rather, Darktrace’s AI learns about data from where data sits in 

organisations, so that its AI can understand the context and the patterns of data 

on the fly in order to correlate, analyse, prompt alerts and take action when 

necessary.  

 

To appreciate the differences between these two distinctive approaches, we 

think a simple, but largely appropriate analogy is to compare the mainstream 

compute-heavy ML approach to learning a foreign language in the school setting 

(labelled data). In contrast, Darktrace’s self-learning AI can be compared to 

acquiring a mother tongue in an unstructured setting.  

 

Darktrace’s self-learning AI is unsupervised AI able to draw insights from 

unlabelled data. A collection of ML/AI techniques are employed and the self-

learning AI is deployed at the digital estate of its customers. The self-learning AI 

then adjusts itself in the real-life environment and decides on weighting and 

levelling via meta classifier according to the real-time dynamics of the 

environment. This process involves clustering based on Bayesian probabilistic 

methods, among other techniques, to weigh the pros and cons of different 

underlying context. In a nutshell, the ingenuity lies in how to stack the algorithms 

and how to look at every bit and byte of data in the environment where the data 

is the most granular, in depth and at home.   

 

  Mainstream supervised learning: centralised brain and datasets       

      

Source: Darktrace Data  
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Benefits of Darktrace’s self-learning AI 

The advantage of Darktrace’s self-learning AI is that it avoids all the pitfalls of the 

mainstream ML approach: high costs of GPUs (graphics processing units) for 

parallel processing required for data training; costs of data transmission; 

scalability of the software architecture and resources; cycles of dataset updates 

and retraining to reflect changes in the real-life environment, and so on.  

 

Given the increasing velocity of attackers, we think the most unique advantage 

of Darktrace’s self-learning AI lies is its timeliness, without time lags associated 

with the mainstream approach of iterations of data collection, cleansing and 

training and then pushing the insights back from the centralised training ground 

to respond and resolve cyberattacks. This “on-the-fly” characteristic underpins 

Darktrace’s confidence in its technology in detecting and defending known 

unknowns such as zero day attacks and nation state attacks. A zero-day (also 

known as a 0-day) is a vulnerability or security hole in a computer system 

unknown to its owners, developers or anyone capable of mitigating it. 
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Darktrace: self-learning AI at scale in cybersecurity 

Darktrace was founded in 2013 by mathematicians and cybersecurity experts in 

Cambridge, UK. Instead of training an AI system on known attack patterns in large 

data lakes, Darktrace has created self-learning AI to train from an organisation’s 

data (the most granular and most relevant data) and learns what’s “normal” for 

the organisation from the ground up and without bias. Because it focuses on 

unusual activities, Darktrace’s AI can spot and quarantine novel threats such as 

zero-day, insider breaches and nation-state attacks. Darktrace believes that its 

approach overcomes the disadvantages of one-size-fits-all and static supervised 

learning based on historical data.  A zero-day is a vulnerability or security hole in 

a computer system unknown to its owners, developers or anyone capable of 

mitigating it. 

 

Products and pricing: Darktrace started its business in the network environment 

focusing on Detect. Over the years, the product portfolio has extended in 

coverage (e.g., apps, emails and Cloud) and functionality (Prevent, Detect, 

Respond and Heal).  

 

Darktrace prices its products by two vectors: by the number of users and by the 

coverage of the digital environment (e.g., network, Cloud, physical 

infrastructure). The price is fixed regardless of attack frequency.   

 

Customers: Darktrace has 9,000 customers today. Its target customers are any 

company with 250 employees or more. Darktrace estimates that its addressable 

market is 150,000 businesses globally, excluding China and Russia. Among 

Darktrace’s customers are government agencies and private companies such as 

Micron Technology Inc (U.S. manufacturer of memory semiconductor chips), 

Dolphin Energy Limited (natural gas supplier in the Middle East), DFS Furniture 

plc (retailer in the U.K.) and Banco Popular (financial institution in the Americas 

region).  

 

Approximately half of Darktrace’s ARR (annual recurring revenue) of US$702m at 

31st December 2023 comes from small customers and the other half comes from 

large customers (defined as those with annual spending of $100,000 or higher 

with Darktrace per annum). 

 

 

How the technology has been created: Darktrace’s base AI model establishes the 

intrinsic “pattern of life” by learning from unlabelled data (i.e. unsupervised 

learning). Graph theory is applied to analyse relationships within data, in 

conjunction with peer group analysis (e.g., all iPhones as a group). To build a 
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technology that works in any environment, Darktrace also draws on over twenty 

underlying unsupervised machine learning models, such as Hidden Markov 

Model (HMM) and Long Short-Term Memory (LSTM), augmented with its 

proprietary algorithms. All elements are completely mediated and automated, 

so that the AI is able self-mediate and deal with any complexity in the world.  

 

Darktrace’s AI has a distributed architecture, with distributed brains that talk to 

one another. It is efficient, centred on mathematic relationships and not 

compute heavy because there is no pushing of data in various directions for 

training purposes. This philosophy is distinctively different from GPU (graphic 

processing units) centric machine learning in a centralised cloud.  

 

 

The same technology is given to customers and the AI can work out which set of 

techniques is best applied to a particular environment. Deployment takes less 

than one hour. The self-learning AI would be able to familiarise with the 

customer’s digital environment in a week or two. After this, attack path 

modelling is initiated to predict possible attacks, with generative AI generating 

possible novel attacks. Cyber AI Analyst can then automatically investigate, 

analyse and triage threats, and triangulate and correlate insights from each 

domain. 

 

Darktrace has been including its own LLMs (large language models) and NLP 

(natural language processing) into its AI platform at various levels of the 

analytical process since 2021. Cyber AI Analyst uses generative AI techniques to 

perform real-time analysis such as host name classification and write immediate, 

  Building blocks of Darktrace’s self-learning AI      

      

 

Source: Darktrace Data  
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natural language reports for human security analysts. The Company has been 

using generative AI in an attack simulation phishing product, and in its Cyber AI 

Analyst to perform incident investigation and analysis. 

 

 

Self-learning AI as auto-pilot or as co-pilot 

Darktrace indicates that its self-learning AI can augment or replace humans. For 

example, its Antigena product operates in two modes, the autonomous mode 

and the human confirmation mode. In the autonomous mode, Antigena 

automatically defends against a flagged attack. In the human confirmation mode, 

a customer must manually choose how to respond to an identified attack. A 

customer can choose both. For instance, one of Darktrace clients in the banking 

sector uses self-learning AI as a co-pilot from 9am to 5pm but relies on it as an 

auto pilot in non-business hours.  

 

Co-competition with point solutions: Darktrace indicates that its products are 

complementary to point solutions as firewalls, signatures and rules which 

prevent 95% of attacks. What Darktrace does is to stop the remaining 5% of 

attacks, which are often the most disruptive and the most difficult to detect. For 

example, customers of Microsoft 365 E5 licence often say that Microsoft 365 E5  

is the best combination with Darktrace’s platform.  

 

 

In the meantime, Darktrace’s competitors are mostly point solution vendors who 

overlay their domain knowledge with machine learning capability.   

 

Darktrace as an AI company 

Darktrace believes that its self-learning AI has broader application in tangential 

areas like data centre management and IT governance. At its core, Darktrace sees 

itself not as a cybersecurity company that leverages AI, but an AI company that 

currently focuses on cybersecurity.  

 

 

 

 

Darktrace’s competitors   

Domain  Competitors 

NDR (network detection and response) Cisco, ExtraHop, Vectra 

Email  Proofpoint,  Mimecast, Abnormal 

Cloud  Wiz, Laceworks, Orca 

Source: Darktrace; Hybridan LLP 



  

                                                                                                     

11 

 

 

Generative AI: powered by transformers   
Generative AI (GenAI), as we know it today, refers to deep-learning models that 

generate statistically probable outputs when prompted. Whilst GenAI for images 

has been around for a few years (e.g., Nvidia’s StyleGAN launched in 2018), it is 

the large language models (LLMs) that spark unprecedented interest because of 

their ability to converse in the natural languages and perform generative tasks 

such as translation, summarisation, and question answering. The integration of 

these capabilities into products/services opens up unlimited possibilities of 

productivity enhancement. As the technology is designed to achieve low-code or 

no-code AI, democratisation of AI looks within our reach.  

 

Building blocks of GenAI  

In fact, generative models (using algorithms to create new data) have been in use 

for numeric data since the 1950s when models such as Hidden Markov Models 

(HMMs) were created. At a high level, generative models encode a simplified 

representation of training data and draw from it to create something similar, but 

not identical, to the original data. 

 

The rise of deep learning enabled by parallel processing (GPUs) has made it 

possible to extend the use cases to unlabelled data and unstructured data. 

Among the first class of models to achieve this were autoencoders, a type of 

neural network architecture designed to efficiently compress (encode) input data 

down to its essential features, then reconstruct (decode) the original input from 

this compressed representation by preserving the dataset’s most important 

features. Whilst the autoencoder architecture made significant strides in image 

processing since the mid-2010s, the handling of the natural languages remained 

difficult (just recall chatbots from those years).  

 

“Attention is all you need” for natural language processing (NLP) 

Transformers, introduced by Google in 2017 in a landmark paper “Attention Is All 

You Need,” combined the encoder-decoder architecture with a text-processing 

mechanism. In so doing “attention” has transformed how natural language 

models are trained. An encoder converts raw unannotated (unlabelled) text into 

representations known as embeddings; the decoder takes these embeddings 

together with previous outputs of the model, and successively predicts each 

word in a sentence. This process can be largely described as masked language 

modelling where the machine learns contextual information by looking at the 

surrounding context and forecasting what the “masked” tokens are (tokenisation 

is the process of converting texts into numbers, essentially 0s and 1s). This fill-in-

the-blank guessing game allows the model to learn about the relationships 

between contexts. 
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Transformers can be pre-trained at the outset without a particular task in mind, 

i.e., as general-purpose foundation models. Once these representations are 

learned, the models can later be specialised — with a smaller volume but highly 

curated data — to perform a given task.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

In a stark contrast to programming languages with strict and rigorous syntax and 

semantics, natural languages have loose and flexible syntax and semantics, 

sometimes subject to interpretations and most importantly, allowing for 

ambiguity and creativity. Teaching machines to “understand” and “communicate” 

in human languages is a major step towards AGI, theoretical AI that possesses  

human-like intelligence and the ability to self-teach, although we can debate 

whether LLMs today truly know what they say or are just making a lot of correct 

guesses (along with some wrong ones and occasional hallucinations). AI 

  The Transformer - model architecture  

      

 

Source: Attention Is All You Need, published at 31st Conference on Neural 
Information Processing Systems (NIPS 2017), Long Beach, CA, USA  
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hallucination refers to the phenomenon that generative AI can produce answers 

that seem reasonable at first glance but are factually inaccurate or bizarre upon 

closer reading.   

 

Scaling laws: performance improves predictably with increased computing 

power (compute) and data 

Researchers have discovered so-called “scaling laws”, which can predict, given a 

particular amount of compute and data, a large language model’s performance 

at the specific task of predicting the next word (the task used to train these 

models). 

 

 

 

We cannot help but associate the scaling laws with the Moore’s law in 

semiconductors that the number of transistors in an integrated circuit (IC) 

doubles about every two years. We note Nvidia CEO Jensen Huang’s recent 

prediction that artificial general intelligence (AGI) could, by some definitions, 

arrive in as little as five years. 
  

Training error reduces predictably with 
increase in compute  

Increase in training compute for 
OpenAI's GPT from 2018 to 2023 

      

 

 

Note: FLOPS (floating point operations per second) is the measure of the computing power of 
chips. 
Source: Hoffmann et al, 2022; Capabilities and risks from frontier AI published by Department for 
Science, Innovation & Technology in November 2023 for AI Safety Summit  
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Crossword Cybersecurity: expertise in how to harness GenAI      
Founded in 2014 by Tom Ilube, CBE, Crossword Cybersecurity offers a range of 

cyber security solutions: SaaS and software products, consulting, and managed 

services.  

 

Crossword provides Managed Detection and Response (MDR) services under the 

brand name Nightingale; and four SaaS products, namely 1) Rizikon Assurance 

(supply chain risk management solution); 2) Identiproof (middleware for 

verifiable credentials); 3) Trillion (breached account mining platform) and Trillion 

HarVista (a first of its kind tool which allows enterprise security teams to search 

conversations on the dark web in a clean and sanitised environment); and 4) Arc 

(account protection for B2C commerce platforms).  

 

Crossword’s full-service consulting practice covers cybersecurity governance, 

pen testing, supply chain risk management, strategic development and 

implementation of cybersecurity policies and procedures, CyberAI adoption 

services and vCISO (virtual Chief Information Security Officer) services.  

 

Crossword is developing products and services because management believes 

that the use of GenAI delivers tangible benefits. Meanwhile, Crossword has been 

leading a significant initiative in exploring the application of GenAI to 

cybersecurity. This has been conducted with major industry partners, academics 

from Oxford University in the UK and MIT in the USA and AI researchers from The 

Alan Turing Institute.  

 

CyberAI Practice as part of consulting offering 

Crossword’s CyberAI Practice aims to deliver AI-focused advisory, security testing 

and engineering services to help clients harness the power of AI in the 

organisation. For example, Crossword’s team seeks to help its clients navigate 

issues such as Shadow AI (unauthorised use or implementation of AI) and AI-

washing by marketers (i.e., exaggeration of AI content in products/services). 

Crossword will also be broadening its offerings to address other issues.   

 

The CyberAI Practice consists of the following services: 

▪ Engineering - Modular services to support the assessment and 

development of LLM architectures, secure LLM security design, testing, 
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design and architecture reviews, and wider LLM-related secure 

engineering services. 

▪ CyberAI onsite workshops - Education and maturity workshops to help 

organisations understand Generative AI, its impact on cyber security and 

its practical application with a focus on best securing its use.   

 

GenAI as a force of good: Crossword holds the view that GenAI will be a net boost 

for cybersecurity if cybersecurity companies learn to leverage GenAI and manage 

to adopt this technology swiftly. GenAI can also enhance the productivity and 

help to resolve the talent shortage in the cybersecurity industry. Crossword 

emphasises the importance of human alignment in this process. 

 

LLMs are already smart on their own. Adding custom proprietary data to LLMs 

will allow organisations to create custom LLM-based solutions to boost 

productivity and optimise workflows. The intelligence developed by GenAI will 

be based on the quality of data (statistics, IT behaviour and business processes, 

etc.) and the smartness of human experts. As GenAI is capable of reasoning, 

replicating and generalisation, it is able to learn how human security analysts 

identify and resolve issues and  acquire the skillsets needed in the SoC (Security 

Operations Centre) environment. Crossword believes that the industry will see 

specialised AI agents in the near future.  

 

GenAI will benefit defenders more than the other attackers, in Crossword’s view. 

Malicious actors have always been able to exchange information without 

constraints, even for free. Threat actors, cyberthreat actors or malicious actors, 

are individuals or groups that intentionally cause harm to digital devices or 

systems. In contrast, organisations cannot share security data freely due to 

regulatory concerns. However, this will change with the deployment of 

specialised LLM-based security tools. Defenders can use these models to test 

systems and use them as a knowledge base with condensed, shared information.   

 

Automation is another gain to defenders. For example, it will be possible to 

increase pen testing frequency from once a year to a couple of times a year. In 

fact, it may even be feasible to conduct autonomous pen testing, around the 

clock. This will not be able to defend against the best hackers, but it will be good 
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enough to identify simple cases and obvious vulnerabilities. This frees up the 

“human red teams” so that they can concentrate on difficult situations. A red 

team exercise is one of the most advanced security assessments an organisation 

can undertake, accurately simulating the latest targeted attack types and 

methods used by real world adversaries, across different threat levels providing 

evidence based results.  

 

Crossword’s roadmap and priority: Crossword is confident that it has the 

tools/knowledge to leverage GenAI for automation in cybersecurity and to test 

GenAI use cases, in order to support its clients to drive positive results and 

improve controls when using AI. For example, adding custom proprietary data to 

LLMs will allow organisations to increase productivity and optimise processes, 

etc. Moreover, LLMs can consume information about business processes and 

behaviours, and emulate that reasoning.  

 

Crossword is currently developing services for testing so as to evaluate security 

of a particular AI deployment. It is not easy because GenAI is built without any 

security in design, industry standards are not available yet, and there are issues 

such as AI hallucinations to deal with. Going forward, Crossword plans to launch 

the pen testing service based on LLMs but will describe it as a holistic service by 

combining technical due diligence.  

 

GenAI as a coding tool: GenAI as a coding tool will be incorporated into the 

software development lifecycle (SDLC). Moreover, customisation of GPT models 

will become increasingly common as it requires regular engineering skills. The 

main technique currently used is Retrieval Augmented Generation (RAG) and 

experienced human developers will be able to learn it within four to six months. 

That said, efficient operation and enhancement to GenAI require broader 

competences than just programming skills, such as computer engineering and  

maths. Crossword is confident that its experienced engineering team is a big 

advantage when operating at the intersection of cutting edge GenAI and 

cybersecurity.  
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NCC Group: Data provenance at the heart of machines 

NCC Group started in 1999 when the National Computing Centre sold its 

commercial divisions to its existing management team. NCC is now a global 

cybersecurity and software resilience Company operating across multiple sectors, 

geographies and technologies. It has two business segments:  

 

▪ Software escrow under the brand Escode: testing, copying and storing of 

business critical software to assure that the knowledge and guidance are 

readily available to manage, maintain or recreate an application from the 

original source code, if necessary.   

 

▪ Cybersecurity: a wide range of technical assurance (e.g., pen testing and 

hardware assurance), managed services (e.g., managed XDR for Splunk), 

incidence response, threat intelligence, and consulting/implementation.  

 
Business philosophy   

NCC Group does not see itself as a “tech” company. Rather, it describes itself as 

a people-first, technology-enabled business. At the centre of its business 

philosophy is the mindset of resilience.   

 

For example, availability resilience is what software escrow is all about for its 

clients. NCC identifies software vulnerabilities and ensure the  robustness of the 

code, whether it is secure by design through the development lifecycle.  

 

NCC also sees cybersecurity to be a people's problem, caused by shortcuts, 

laziness or distraction. It's very rarely a person against a machine as portrayed by 

Hollywood, at least until now. NCC is not seeing AI-based automated exploitation 

tools yet. As a defender, NCC does not think machines can replace human 

expertise either.  

 

 
Thought leadership 

NCC Group’s research heritage goes back to the late ‘90s in terms of publications. 

NCC has been publishing about machine learning since 2015 when some of its 

customers started to deploy AI systems. Research topics include document 

scanning, handwriting recognition, biometrics (e.g., facial recognition) and large 

language models.   
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As GenAI is being used for voice cloning and spear phishing, this is increasingly a 

focus for NCC Group’s research. In 2020, the Group had a collaboration with 

University College London on deepfakes. This is highly relevant now in 2024 as 

an election year.  

 

NCC has also been looking at the vulnerabilities of AI systems themselves, as AI 

systems tend to leak their own training data. When an AI system is hooked to the 

backend systems, it may be exploited as a pass-through for attackers to enter the 

network.  

 
NCC may release open source or AI insights and tools that its consultants have 

come up with, but these may not necessarily be productised.  

 

A fast follower in its own adoption of AI 

As a public company, NCC takes a cautious approach and is usually a “fast 

follower” when it comes to its own adoption of technologies. NCC has strict 

policies on the use of AI for its business. To date, the Group has deployed some 

internal ML/AI for its own security and for service offerings such as vulnerability 

scans.  

 

NCC is currently preparing for further AI training and automation for its offerings 

and seeking to use GenAI as a code assistant to enhance internal productivity. 

Interestingly, these two projects are interrelated because of data.  

 

Data provenance as a starting point  

In the world of fine arts, provenance is the recorded journey of an artwork from 

its origin and change of ownership to date. The same concept applied to data is 

known as data provenance, i.e., a documented trail that accounts for the origin 

of a piece of data, its whereabouts since and presently.   

 

NCC places data provenance at the heart of its ML/AI strategy and practice. 

Where did the data come from? What's the background to that data? Most 

importantly, is there a right to use the data? These are the key questions. As 

everything on the internet and digital content in the public domain are being 

pushed to machines for training, an imminent but undesirable scenario is that 

the internet is awash with content generated by GenAI and large language 

models are also training themselves with the same online content, including 

those created by AI hallucinations.  
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In the context of the CIA Triad— confidentiality, integrity and availability, NCC 

sees data provenance as an extension of integrity. Data governance is probably 

the longest standing discipline in security, with a history of 30-40 years, but it is 

also one of the most overlooked because storage is cheap and most people think 

they can get away with it.  

 

NCC has a wealth of information assets: thousands of pages of documentation 

written by its consultants over the decades. This data will serve as a perfect set 

of training data for automation. At this juncture, there is still a lot to do to curate 

some of its internal data and redesign and harmonise its internal processes 

before machines are brought in. Many of NCC Group’s customers attempted to 

incorporate GenAI into their internal process, but failed because they did not 

review the data properly or designed the use cases and the processes carefully.  

 

 
10%-30% gain in coding productivity  

NCC Group seeks to benefit a “human uplift” from the use of large language 

models and coding assistants. Its internal research indicates that a productivity 

gain of 10% to 30% is achievable throughout a typical software development 

project. Most of the uplift will come from junior developers who conduct online 

research and prompt a coding assistant to perform certain functions.  

 

In fact, the automation capability of the generating AI is raising the bar for the 

cybersecurity industry. If a cyber company cannot harness this 30% productivity 

gain, it will fall behind in terms of profitability. Failure to automate where 

possible also means lagging behind in the defence against attackers. It turns out 

that both offensive and defensive cyber activities involve a lot of similar tasks in 

software development. In the past, developers would search on the internet and 

look for answers. Now it is a one-stop process in the code editor for defenders or 

in the shell for attackers. NCC is already seeing a similar “human uplift” for 

sophisticated hackers who have already automated their workflows.  

 

However, the reliability of these code generation technologies is patchy as these 

tools are typically trained with data from discussion forums. The answers 

provided on this type of platform are usually a minimal block of code, without 

consideration for stability, security, error detection and correction, good coding 

style or defensive coding practises. As a result, the automatically generated code 

tends to have the same shortcomings. Machine learning is statistical in nature 

and the use of ML to help coding may end up with mistakes potentially 

unacceptable in a large programme consisting of millions of lines. Even one 

incorrect line can lead to a critical security vulnerability.  
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In the context of the NIST security framework, cybersecurity analysts are 

categorised into Tier 1, Tier 2 and Tier 3. Tier 1 security analysts are the most 

junior, whose daily tasks are primarily the triaging of logs. Machine learning can 

be used for this type of low-skill, high-volume task and a log detection model can 

be built with pattern analysis capabilities.  

 

That said, human reasoning and insight are needed for the jobs of Tier 2 security 

analysts who are responsible for incident response and investigation and Tier 3 

security analysts who are involved in proactive threat hunting. Whilst large 

language models can speed up data collection, analysis and generate 

recommendations, the final decision is left to humans.  

 

 
Frontier models to set the boundaries 

NCC Group is currently advising some customers in the development of frontier 

models, to put control in place via data curation for extremely large training sets. 

This serves to prevent data poisoning attacks (deliberate and malicious 

contamination of data to compromise the performance of AI) and to protect the 

reputation of users by avoiding toxic data. NCC has seen examples where AI 

systems have started spouting hate speech or said the wrong thing. 

 

Corrupt data in the public domain is among the many data challenges today. 

Many visual artists and graphic designers are putting digital watermarks on their 

works to protect their intellectual property. However, watermarking can be 

exploited for data poisoning attacks. Some data available online is already 

corrupt and will compromise the unaware AI system.  

 

Synthetic (supplementary) data in the cybersecurity industry   

NCC Group has been using machine learning in its defensive cyber operations. 

When NCC performs an incident response, the acquired data can be used for 

training. This is done by its 100% owned subsidiary, Fox-IT. To date, NCC has 

published a few examples such as detection of malicious PowerShell scripts and  

file names generated by malware.  

 

As the velocity and novelty of attacks accelerate, many organisations find it 

increasingly difficult to source enough examples of attacks because the majority 

of network data is completely legitimate. Probably only 1% of the real-life data is 

offensive data which is therefore useful for training.  
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NCC Group believes that synthetic data (artificial data generated from real world 

data) will eventually be in popular use for cybersecurity. However, it remains very 

difficult to create useful synthetic data that mirrors the true or desirable 

characteristics that ML models should gravitate towards.  

 

In other domains, synthetic data is primarily used in two broad circumstances: (1) 

when there is minimal or no real data available, when the data quality is poor or 

not sufficiently representative or when it is simply too expensive or impossible 

to acquire data; and (2) when it is necessary to anonymise data to protect privacy 

for compliance and governance reasons.  

 

For instance, synthetic data has been in use for medical imaging AI for years. 

Medical images are manipulated, rotated, upscaled or downscaled and colours 

may be changed for training of vision recognition. The purpose is to boost the 

signals so that the ML model gravitates towards important features.  

 

In the field of cybersecurity, the use of synthetic data is relatively new. Like many 

of its peers, NCC Group also experiences the challenge of sourcing real-time real-

life threat data. Whilst the wide adoption of synthetic data for training purposes 

may happen in the not-too-distant future, NCC cautions that an overly simplistic 

way of generating synthetic data will end up with detecting the data generation 

system itself, in other words this being a circular issue and not generating 

anything useful or insightful.  

  
  



  

                                                                                                     

22 

 

 

GRC International: AI-related and AI-enabled compliance 

GRC International Group is a governance, risk management and compliance 

Company, operating in three business segments: Software as a Service, e-

Commerce, and Services.  

 

GRC is currently in the early stages of exploring how to integrate AI into its cyber 

compliance and cybersecurity risk management offerings.  

 

 

 

AI awareness e-learning course 

Although attack vectors change and technologies continue to evolve, the 

fundamental principle in cybersecurity remains the same: awareness.  

 

GRC holds the view that its corporate clients should embrace GenAI tools to 

boost productivity. It has developed an AI awareness e-learning course, to ensure 

that users are equipped with knowledge to determine when data can be shared 

with tools such as ChatGPT, under legislation such as the EU AI Act and GDPR.  

 

The EU AI Act imposes fines on non-compliance with the prohibitions for up to 

€35m or up to 7% of annual worldwide revenues. Meanwhile, ISO/IEC 42001 as 

the standard for AI management systems will become increasingly embedded 

into cybersecurity training.  

 

  GRC’s business segments and AI use cases    

      

 
Source: GRC International; Hybridan LLP  
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AI to assist in security compliance  

Each standard (e.g., ISO 27001) comes with numerous overlaps between clauses. 

In addition, there are many similarities, but also subtle differences between 

standards. Currently, identifying what is required for compliance needs a lot of 

human analysis and intervention.  

 

GRC is exploring ways to use AI to navigate through different standards and 

pinpoint the actions needed to comply with multiple standards. For instance, if 

you already comply with Standard A, the X amount of extra work needed to 

comply with Standard B. This will enhance the efficiency and effectiveness of 

compliance. 

 

In addition, GRC is exploring ways to use AI to generate suggestions and make 

the backend more intuitive.   

 

Data governance for clients’ use of Microsoft Copilot 

GRC expects mass adoption of Microsoft Copilot as Microsoft has recently 

lowered the entry barriers per seat in the UK and is now a realistic option for 

small companies and even one-person businesses. GRC is also seeing its clients 

in sectors such as healthcare overwhelmingly interested in Microsoft Copilot. 

 

GRC is working on Data Quality Management (DQM) and AI consultancy offerings 

to assist its clients in the onboarding of Microsoft Copilot.  

 

GRC also provides documentation kits to helps organisations to simplify the 

documentation required for compliance. GRC is providing an AI policy template 

for organisations to customise their own AI strategy. 

 

 

AI as copilot for GRC’s own use cases  

GRC intends to use AI as a copilot and will use tried and tested AI tools, to ensure 

the integrity of its existing products and services.  

 

For example, GRC believes there is a strong use case to deploy AI to explore novel 

ways of breaching that humans may not have thought about, but it is not rushing 

to develop or incorporate AI into pen testing because of inherent risks associated 

with it.  
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Deepfakes: seeing is no longer believing  
The word “deepfake”, a portmanteau of “deep learning” and “fake”, refers to 

synthetic media where images, videos, or audio clips are manipulated or 

manufactured with the use of ML algorithms.  

 

In the context of cybersecurity, deepfakes are categorised as social engineering 

attacks that can be used to breach an organisation's identification and 

authentication systems (e.g., facial recognition). As most people still have a 

tendency to trust visual and auditory content, deepfakes are a perfect tool to 

impersonate others and steal identities. In the past, it was easy to spot fake 

images by examining details such as skin tone, mismatched earrings and 

unnatural gestures. Now that highly realistic deepfakes and text-to-speech voice 

engines have emerged, few cybersecurity companies have come up with robust 

solutions against this threat. In fact, the best solutions we are seeing are from 

tech giants because of the cost of training pixel-based video data and wider 

implications of deepfakes, notably on social media.  

 

There are basically two vectors to defend deepfakes and voice cloning: focusing 

on the imperfection of fakes or focusing on the features of the real world.  

 

 

Most deep learning-based detectors look at raw data to try to find signs of 

inauthenticity. This has always been the mainstream method and seems to be an 

easier approach because of the availability of data. However, we take the view 

that focusing on the authenticity is perhaps more future proof because AI today 

can handle miniature details, but there should be fundamental, biological or 

physical differences between digitally fabricated images/voices and the 

authentic ones generated from humans in action.   

Two distinctive approaches in identification of deepfakes   

Vendor Product  How it works  

Intel  FakeCatcher Looking for authentic clues i.e., “blood flow” in the pixels of a 
video. Our veins change colour when our hearts pump blood. 
These blood flow signals are collected from all over the face and 
algorithms translate these signals into spatiotemporal maps.  

 

Real-time detection with an integrated software stack for the 
Intel® Xeon® Scalable processor 

Microsoft Video Authenticator Looking for subtle imperfections of fake images by focusing on 
grayscale elements and inconsistencies in blending borders 

Note: This list is by no means exhaustive.  

Source: Company Data; Hybridan LLP 
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Yoti: Your face is your ID    

Yoti was founded in 2014 as a digital identity company by CEO Robin Tombs. Its  

investors include HSBC Lloyds Banking Group and ARC InterCapital. To date, Yoti 

has invested £135m in its suite of technologies (face authentication and facial 

age estimation, etc.) and it has more than 24 granted patents.  

  

Yoti operates its own B2B2C Digital ID app and offers B2B identity solutions to its 

clients. It also licenses its patents for additional revenue streams. Among its 

clients are government agencies (e.g., NHS and Home Office), retailers (e.g., Aldi  

and Tesco), social media (e.g., Facebook and Instagram), charities (e.g., Childline) 

and companies selling products/services to adults (e.g., Only Fans and Phillip 

Morris International).   

 

Facial age estimation  

Yoti’s first commercialised AI was for face matching, to make sure the person 

presented to the camera is the person shown in an official document. A well-

known reference case is the Yoti ID app and Post Office’s EasyID app that 

launched in 2021. 

 

Yoti’s facial age estimation is an age-checking service that can estimate a person’s 

age by algorithmically assessing their facial features. Facial age estimation 

provides an age estimate in around 1 to 1.5 seconds. 

 

 

 

 

Yoti’s age estimation technology     

      

  
Source: Yoti  
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The facial age estimation technology breaks the image down into pixels, 

represented by numbers. These numbers are fed into the artificial neural 

network, with each node performing a mathematical function on the pixel data 

and passing the result on to nodes in the next layer, until a number finally 

emerges as the age estimate.  

 

In the training phase, Yoti tells the machine what the right answers are by feeding 

thousands of diverse facial images, for which the subject’s age is known with 

confidence. The neural network keeps digesting the pixel data from each image, 

processing the numbers, and trying to get a result which matches the right 

answer.  

 

According to Yoti’s data in 2023, the mean absolute error (MAE) of its age 

estimation technology was 3.22 years across entire datasets, 1.3 years for 6 to 

12 year olds and 1.4 years for 13 to 17 year olds. In comparison, human guesses 

yielded an MAE of 4.7 years for 0 to 70 years old and 7.4 years for 16 to 70 years 

olds according to a paper by Colin W. G. Clifford, Tamara L. Watson and David 

White published by the Royal Society in 2018. A person’s judgement tends to be 

influenced by the preceding faces they have just seen. Humans also tend to 

systematically underestimate the ages of older people and overestimate the age 

of younger people. Most importantly, whilst some people are good at estimating 

age, others struggle. 

 

Defence against deepfakes and GenAI-enabled attacks   

Yoti’s suite of technologies defends against two attack vectors: presentation 

attacks (direct) and injection attacks (indirect), with a focus on early detection 

during the verification or authentication process. 

 

Presentation attacks are done by fraudsters holding a phone showing an image, 

using a picture or wearing a 3D mask. Yoti has developed MyFace®, a “liveness” 

solution to assess whether the document scan is being performed by a real 

person. One of the underlying patents of this technology is the detection of depth 

in a 2D image. 

 

Injection attacks are the injection of code by hackers into an IT system when data 

is in transit (i.e., sending and receiving). This code may be used to harvest data 

or to inject incorrect data into the system. CTO Paco Garcia indicated that 

injection attacks are very difficult to detect or prevent and as a result no-one 

knows (or is willing to reveal) how much of an issue this is. For this very reason, 

some governments or regulators now insist on additional layers of remote 

verification in highly regulated environments 
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Obfuscation is often used to defend injection attacks. It is essentially making data 

incredibly hard to understand, by encrypting, by concealing bits of metadata (i.e., 

tags that describes the data) or by adding some meaningless code to ‘confuse’ 

hackers. However, this is not fool proof and can be reverse engineered 

(unpicked) by determined hackers. Obfuscation techniques simply buy extra 

time. 

 

In addition to obfuscation, Yoti adds a cryptographic signature key to the code. 

On top of this, Yoti’s SICAP (Secure Image Capture) works on the web browser 

and seeks to ensure that the image sent online has not been manipulated. A new 

UK patent application was filed in 2022 to counters potential security loopholes 

in browser injection attacks during identity verification. 

 

A word of caution 

Despite all the measures in place and ongoing technology development, Yoti 

indicated that it remains exceedingly difficult to deter the most sophisticated 

hackers, particularly when it comes to injection attacks. Yoti, however, have 

invited hacker communities to attempt to bypass their injection attack 

protections and none have yet succeeded. 

   

 
  

Yoti’s solutions against GenAI-enabled attacks    

       

 
Source: Yoti  



  

                                                                                                     

28 

 

 

Zero Trust: safeguarding data in transit      
Zero Trust is a security framework that no trust is granted by default from inside 

or outside the network. This cybersecurity model presumes that every user, 

device, or network is untrustworthy until proven otherwise. This is because data 

in transit (moving from one location to another) is most vulnerable, subject to 

the risks of eavesdropping, data theft and tampering, etc. Data in transit is 

exposed to a large “attack surface” due to the physical infrastructure that 

transmits data around the world and with a growing number of endpoints (i.e., 

devices in the offices, at home and in the field (which includes IoT). An 

organisation's attack surface is the sum of vulnerabilities, pathways, or methods 

— sometimes called attack vectors— that hackers can use to gain unauthorised 

access to the network or sensitive data, or to carry out a cyberattack. 

 

The increasing adoption of AI by organisations is posing additional data security 

risks due to the use of AI tools and the inherent vulnerabilities of AI systems.  

 

Shadow AI 

This is part of shadow IT problems caused by the use of information technology 

systems, devices, software, applications, and services without explicit IT 

department approval. Shadow AI refers to the unmanaged or ad-hoc use of 

GenAI tools within the organisation. As many companies adopt a  “Bring your 

own device” (BYOD) policy by allowing employees or contractors to use their 

personal laptops or mobile phones for work, shadow AI is likely to cause data 

leakage (e.g., when a user uploads a document to get a quick summary) or open 

a door to data exfiltration (unauthorised and deliberate transfer of information). 

 

Lack of security-by-design in the AI world  

Security-by-design is a concept in software engineering that emphasises the 

importance of integrating security principles in the early stages of the design and 

development of systems and applications. Best programming practices, 

continuous testing and authentication safeguards are all part of this process. 

Unfortunately, cybersecurity is not embedded in the development of the most 

advanced and multi-task AI systems today (namely GenAI and LLMs). We are not 

seeing any attempt to retrofit cybersecurity into these AI systems either.  

 

Therefore, the use of these AI systems in an organisation (including cybersecurity 

companies) comes with the risks of data breaches, prompt injections and data 

poisoning, etc. when fine-tuning the AI systems or putting AI systems in 

production. 
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Crimson Tide: Smart Mobile Working as a Service 

Crimson Tide offers its mpro5 process management app to enhance the 

efficiency and productivity of workforces by capturing field data from sensors 

and prompting human interventions.     

 

The Company focuses on facilities management, retail facilities, utilities and 

transportation and the platform is used in over 700,000 sites worldwide. Among 

its clients are Tesco, the Evening Standard and the NHS.  

 

Crimson Tide’s SaaS services are provided on Azure. Integration is another key 

focus of Crimson Tide’s services. mpro5 can act as middleware that bridges 

between systems, databases or applications. For example, the gas supplier 

Cadent uses mpro5 to work with its reinstatement partners. Crimson Tide 

connects Cadent’s SAP directly to mpro5 via an API (Access Program Interface) 

and supports an Open REST API for the contractors to plug in their own software.  

 

In 2022, Crimson Tide rewrote its core platform (e.g. stack for both iOS and 

Android) and IoT framework for mpro5, to simplify technical implementation, 

enhance functionality and end-user interface and allow for frequent updates and 

patches. mpro5’s automation engine captures and audits data and triggers 

notifications and corrective actions. Currently, this is done based on rules created 

by Crimson Tide. Management is now evaluating AI plugins available on the 

market for the automation engine, with the aim of better capturing the field data 

  mpro5 architecture       

       

Source: Crimson Tide   
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and learning from the data to enable proactive prompting of human intervention 

and potentially forecasting of actions required.  

 

Data payloads from IoT sensors to the mpro5 platform are relatively light, 

primarily measured values and time stamps and essentially bits and packets. 

However, this data is highly valuable if used to trigger actions by the workforce 

in a timely manner (such as fixing a refrigerator in a supermarket when the 

temperature is high or dispatching a cleaner dynamically based on washroom 

visits).   

 

Cybersecurity governance  

Crimson Tide’s own cybersecurity is governed by GDPR, compliant with ISO 

27001 standards and seated within Azure cloud infrastructure. Azure’s built-in 

security provides threat protection and safeguarding against Distributed Denial-

of-Service (DDoS) attacks. In addition, Crimson Tide is able to layer in 

cybersecurity elements such as anomaly detection with AI when integrating with 

different systems through the Azure portal. 

 

Crimson Tide are partnered with Cisco Meraki and hence cybersecurity issues in 

relation to sensors and edge computing (data processing by the sensors or smart 

cameras) on the customer’s side are handled by Cisco’s Meraki platform, as 

sensors are certified by Cisco. In the case of legacy sensor systems, Crimson Tide 

will certify that the sensors can integrate with mpro5 by using secure protocols 

such as Hypertext Transfer Protocol Secure (HTTPS). If a device is hacked and 

compromised, the data sent to Crimson Tide flowing through the Azure platform 

would be dropped at that point.  

 

Shadow IT challenges for corporate clients: Bring Your Own Device! 

“Bring your own device” (BYOD) refers to the permission for employees to use 

their personal mobile phones for work purposes. This is increasingly popular with 

companies as it saves on hardware and maintenance costs. For example, one of 

Crimson Tide’s top five customers has allowed employees/contractors to use 

their own personal devices, provided data compliance and shadow IT risks can 

be mitigated. Shadow IT refers to the use of connected apps or services within 

the enterprise environment without the IT department’s knowledge or consent. 

 

The mpro5 app is available on Apple Store and Google Play, and Crimson Tide 

offers single sign-on function based on work emails. To further assist in the BYOD 

deployment, Crimson Tide is considering incorporating messaging functions into 

its offering, to avoid the use of WhatsApp to discuss work-related tasks and 

checks. 
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Shearwater Group: a copilot approach in AI adoption  

Shearwater Group is a cybersecurity and solution provider, operating in two 

business segments: Services and Software. The Services segment represents 

approximately 90% of revenues.  

 

Services: Brookcourt offers cybersecurity solutions, managed security, advisory 

and regulatory services to government agencies and corporates (FTSE 300, 

Fortune 500 & SMEs) worldwide, with a particular strength in banking, telecoms 

and the technology sectors. In general, customers seek to protect their software 

and hardware infrastructure and require services to “wrap around” different 

systems with installations and integrations, or services for management and 

monitoring of various platforms. 

 

The pen test team consists of winners of numerous global hacking competitions. 

The most recent accolade is $90,000 in prize money won by finding unknown 

vulnerabilities in the Samsung Galaxy S23 mobile phone at Pwn2Own Toronto 

2023, one of the prominent zero-day competitions. Pwn2Own is a computer 

hacking contest held twice a year, most recently in March 2024. Contestants are 

challenged to exploit widely used software and mobile devices with previously 

unknown vulnerabilities. 

 

 

 

 

 

  Shearwater’s business overview      

 

Source:  Shearwater Group; Hybridan LLP 
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Software: SecurEnvoy offers identity and access management solutions based on 

a zero trust platform by examining micro segmentations, i.e., isolation of 

workloads  across cloud and data centre environments to implement granular 

firewall policy controls.   

 

Deployment of AI tools for customers: As no one vendor offers all the toolsets 

needed to deliver a robust security posture, Shearwater believes that it is 

necessary to take a holistic approach and deploy multi-layered best-of-breed 

technologies. Shearwater mixes and matches solutions and resells technologies 

to clients by using a blend of traditional and AI-based cybersecurity tools and 

monitoring devices. AI tools are deployed as a copilot for service delivery to 

global banks and government agencies.  

 

In Shearwater’s view, autopilot AI today is still pre-set, with the ability to crunch 

data but it doesn't have the nuances of human insight. In addition, there are 

challenges associated with the security and quality of data that AI is accessing, 

GDPR compliance, legal and ethical considerations such as gender-related bias or 

a lack of representation of ethnic minorities. As hackers can get around 

signatures, it is also necessary to look at a wider data set. All these are a big 

investment for customers. However, once automation is in place and if all the 

security elements can be addressed, AI can reduce costs and create competitive 

advantage.   

 

AI use cases for Shearwater’s offerings: Shearwater is looking to develop AI 

capabilities across its organisation, not just in software development, but also for 

reporting to clients. There are opportunities to use machine learning algorithms 

for SecurEnvoy’s authentication platform of zero trust, particularly for threat 

detection, normality analysis and behaviour analytics.  

 

Shearwater is developing its own AI code in the traditional way so that the 

intellectual property is unique and not public. There are an increasing number of 

AI tools available, but not many have been tried and tested. Management will 

not consider using an automated AI based code generator unless it is endorsed 

by independent testers.   

 

Putting controls in place: As end-to-end automation may be exposed to many 

areas of potential attacks and weaknesses in the chain, Shearwater emphasises 

the importance of putting controls in place, to avoid the situation where a bigger 

problem is being created by the solution itself.  
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Frontier AI: unchartered territory     
There is no universal definition of frontier AI yet. Basically, frontier AI refers to 

the development of multi-model AI to surpass the existing cutting-edge AI. In 

other words, tomorrow's AI will be autonomous (more advanced than AutoGPT 

today), able to execute long sequences of complex actions and make decisions, 

without human involvement. Unsurprisingly, frontier AI companies are the likes 

of OpenAI, Anthropic and Google. These will be the companies that will continue 

to work with semiconductor vendors for the optimal algorithms and hardware 

architectures to pioneer the development of AI.  

 

General-purpose GenAI/LLMs require significant resources for pre-training and 

each foundation model is built with hundreds of billions or even trillions of 

parameters. Some sources indicate that GPT-4 has 1.7 trillion parameters, Claude 

3 are trained with around 500 billion parameters. Inflection A1 indicated that its 

Pi.ai is in the same size as GPT-3.  EPOCH, a research initiative, estimates the costs 

for developing state‑of‑the‑art models could reach between $600mn and $3bn 

over the next three years.  

 

The development of domain-specific LLMs will only be manageable for leading 

companies in different industries. For example, Bloomberg has built 

BloombergGPT, based on 50-billion parameter for the finance industry. Palo Alto 

Networks, the largest pure-play cybersecurity company by market capitalisation, 

announced in May 2023 that it is developing its own LLM.   

 

Foundation model supply chain: model development, training and deployment 

      

 
Source: AI Foundation Models: initial review, Competition and Markets Authority (CMA) , 2023 
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For the majority of cybersecurity companies, the fine-tuning of LLMs will be 

feasible because this will not require significant computational resources. This 

may be fine-tuning of LLMs as standalone solutions or for corporate clients to 

enhance their security postures. In fact, we think the harnessing of GenAI/LLM 

capabilities is essential so that defenders will not fall behind attackers.  

 

As GenAI/LLMs are set to be increasingly integrated into products and services of 

different industries, but these models are not built with security-by-design, we 

believe that the cybersecurity plays a pivotal role to help protect the integrity of 

IT infrastructure.   
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UK-listed and private companies in cybersecurity and data integrity   
Market Cap and closing price on 16 April 2024 

*A corporate client of Hybridan LLP 

 

BATM Advanced Communications (BVC.L) – provider of networking and cybersecurity 
solutions powered by AI technology. Its subsidiary CELARE offers Netwiz (an open and 
unified platform for implementing cyber algorithms, applications and 3rd party products), 
Intelligent Network Traffic Transportation, NFV (network function virtualisation) cyber 
security and Government Distributed Networks. Celare T-sense can be placed on critical 
points of the network in order to collect and monitor all incoming and outgoing network 
traffic per site or between sites.  
Market: Main Market Capitalisation: £82.8m  Share Price: 19.05p 

 

 

Celebrus Tech (CLBS.L) - a provider of customer data platform (CDP) solutions for 
businesses seeking to unlock the value of their customer data. The Celebrus CDP leverages 
machine learning algorithms to analyse customer data from various sources in real-time.  
Market: AIM Market Capitalisation: £82.8m Share Price: 210p 

 

Censornet (private) – The Censornet Platform is an integrated security solution that offers 
Email Security, Web Security, Cloud Access Security Broker (CASB), and Multi-Factor 
Authentication. By providing a consolidated "single pane of glass" view across various 
critical services, it streamlines security for enterprises and MSPs alike. 

 

Cirata PLC (CRTA.L) – The Company offers data integration and DevOps solutions. Its 
patented Distributed Coordination Engine (DConE) takes the Paxos algorithm as a baseline 
and added innovations to protect mission-critical high, transaction volume distributed 
network environments. Cirata also incorporates AI and analytics in its offerings.   
Market: AIM Market Capitalisation: £50.8m  Share Price: 43.5p 

 

CloudCoCo Group (CLCO.L) – The Group specializes in delivering cloud computing and IT 
solutions to businesses. Their services encompass cloud migration, managed IT services, 
and cybersecurity, helping organisations optimise their technology infrastructure and 
security posture. 
Market: AIM Market Capitalisation: £50.8m Share Price: 0.75p 

 

Cohort PLC (CHRT.L)  – a diversified technology company with subsidiaries specializing in 
defence and cybersecurity solutions. Its subsidiary MCL provides AI-driven data analytics 
and decision support solutions for defence and security applications. Chess Dynamics, 
another subsidiary of Cohort, integrates AI-enabled sensor systems into their surveillance 
and reconnaissance solutions for maritime and land-based defence applications.  
Market: AIM Market Capitalisation: 

£309.9m 
Share Price: 748p 
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Corero Network Security  (CNS.L) – a cybersecurity company specialised in the Distributed 
Denial-of-Service (DDoS) protection. Customers include Internet Service providers, Hosting 
providers, SaaS providers, Cloud providers, and Edge providers. The Company’s strategic 
and technology partnerships include Akamai Technologies, Juniper Networks and GTT. 
Juniper Networks, Inc (a networking equipment supplier) is a 10% shareholder.  
Market: AIM Market Capitalisation: £59.8m Share Price: 11.75p 

 

Crimson Tide PLC (TIDE.L)  – Crimson Tide offers its mpro5 process management app to 
enhance the efficiency and productivity of workforces by capturing field data from sensors 
and prompting human interventions. Management is now evaluating AI plugins available 
on the market for the automation engine, with the aim of better capturing the field data 
and learning from the data to enable proactive prompting of human intervention and 
potentially forecasting of actions required. 
Market: AIM Market Capitalisation: £10.5m Share Price: 155p 

 

Crossword Cybersecurity* (CCS.L) – Crossword predominantly offers cybersecurity 
consulting business. It also has four SaaS products, namely 1) Rizikon Assurance (supply 
chain risk management services); 2) Identiproof (a digital wallet for credentials); 3) Trillion 
(breached account mining platform) and 4) Arc (account protection for B2C commerce 
platform owners). Software and services are sold via the Company’s consulting business, 
across product teams or through resellers.  
Market: AIM Market Capitalisation: £5.1m Share Price: 5p 

 

CyberSmart (private) – AI-powered cybersecurity solutions tailored for small and medium-
sized businesses (SMBs). Their AI-driven platform automates security assessments, 
vulnerability scanning, and compliance management, allowing SMBs to identify and 
remediate security risks efficiently.  

 

CyberQ Group (private) –   Their offerings include AI-driven threat detection and response 
platforms, which analyse vast amounts of data to identify and mitigate cyber threats in real-
time. By leveraging machine learning algorithms and behavioural analytics.  

 

Darktrace (DARK.L) – Founded in 2013 by mathematicians and cybersecurity experts in 
Cambridge, UK. Instead of training an AI system on known attack patterns in large data 
lakes, Darktrace has created self-learning AI to train from an organisation’s data (the most 
granular and most relevant data) and learns what’s “normal” for the organisation from the 
ground up and without bias.  
Market: MAIN Market Capitalisation: 

£3,108.9m 
Share Price: 446.6p 
 

 

Egress (private) – AI-driven data security solutions designed to protect sensitive 
information and prevent data breaches. Their key product, Egress Protect, employs 
machine learning algorithms to classify and encrypt sensitive data, monitor user behaviour, 
and prevent data leakage across email, file sharing, and collaboration platforms. 
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Enclave (private) – software-defined mesh network and encryption for peer-to-peer 
connections to enable Zero Trust networking, to connect devices anywhere without VPN 
servers. The mesh overlay network sits on top of the underlying network infrastructure. 
The initial R&D on the second layer of network, i.e., Data Link was jointly funded by Airbus 
and Innovate UK. The Company currently has 75 customers and primarily sells its products 
via channels as part of managed services.  

 

Essensys PLC (ESYS.L) – The Company uses AI-driven analytics within its workspace 
management platform, Essensys Connect. Through machine learning algorithms, Essensys 
provides flexible workspace operators with valuable insights into member behaviour, space 
utilisation, and occupancy patterns.  
Market: AIM Market Capitalisation: £11.8m Share Price: 18.25p 

 

Glasswall Solutions – document security solutions that protect organisations against file-
based cyber threats. Its zero-trust patented CDR (Content Disarm and Reconstruction) 
technologies ensure that organisations are protected against both known and zero-day 
(new) threats. 

 

GRC International Group (GRC.L) - a provider of governance, risk management, and 
compliance (GRC) solutions. The Group consists of three divisions: Software as a Service; e-
Commerce; and Services. The Group’s product, CyberComply, is used by mid-size clients 
across multiple industries to map data flows, carry out ISO27001-compliant risk 
assessments, link these to a wide range of regulatory and contractual requirements. 
Market: AIM Market Capitalisation: £6.6m Share Price: 6.125p 

 

Immersive Labs (private) – Immersive Labs offers a cyber skills development platform 
powered by AI and gamification techniques. Their platform uses AI algorithms to 
personalise learning paths for cybersecurity professionals based on their skill levels, 
learning preferences, and career goals. Through hands-on labs and interactive challenges, 
Immersive Labs helps individuals develop practical cybersecurity skills in a dynamic and 
engaging environment.  

 

Intercede Group (IGP.L) – The Group focuses on digital identity management solutions to 
ensure secure access to systems and data. Their products are based on PKI (public key 
infrastructure), multi-factor authentication, passkeys (based on a FIDO web authentication 
standard that uses cryptographic keys), etc. FIDO stands for Fast Identity Online (FIDO) 
Alliance. FIDO is an open standard for passwordless authentication. 
Market: AIM Market Capitalisation: £64.9m Share Price: 111.5p 

 

Iomart Group (IGP.L) – a leading provider of managed cloud services. Their product lineup 
includes cloud hosting solutions such as virtual private servers (VPS), dedicated servers, and 
cloud storage services. They also offer colocation services and managed IT services, 
including backup and disaster recovery, security monitoring, and 24/7 support.  
Market: AIM Market Capitalisation: £154m Share Price: 133.5p 
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Narf Industries (NARF.L) – The Company has been developing its intellectual property by 
working with government agencies in the national defence agency systems. For example, 
in June 2021, Narf was awarded a contract for DARPA’s hybrid artificial intelligence to 
protect the integrity of open source code (SocialCyber).  
Market: MAIN Market Capitalisation: £21.6m Share Price: 1.38p 

 

NCC Group (NCC.L) –  offers a wide range of cybersecurity services and solutions, including 
AI-driven security testing and consultancy services. Their AI-powered security testing tools 
leverage machine learning algorithms to identify vulnerabilities and assess security risks in 
software applications, networks, and digital infrastructures. NCC Group also provides AI-
driven threat intelligence and incident response services to help organisations proactively 
defend against cyber threats. 
Market: MAIN Market Capitalisation: £390m Share Price: 123.2p 

 

PORGiESOFT (private) – The Company integrates elements of artificial intelligence into its 
SMS anti-fraud and threat intelligence products. Over 90% of its algorithms have been built 
from the scratch.  

 

Panaseer (private) – The Company identifies security gaps, prioritises remediation efforts, 
and enables data-driven decision-making to strengthen overall cybersecurity resilience. It 
has been recognised as an inaugural vendor in two Gartner Hype Cycles for Risk 
Management and Network Security. 

 

SenseOn (private) - The Company hyper-automates threat detection and response, giving 
the user visibility and protection through monitor identity, endpoint, network and cloud-
based activity. Its SenseOn Universal Sensor is a cross perform that conducts deep packet 
inspection of network traffic on the endpoint.   

 

Shearwater Group (SWG.L) – a cybersecurity and solution provider, operating in two 
business segments: Services and Software. Services segment represents approximately 
90% of revenues. Its subsidiary Brookcourt offers cybersecurity solutions, managed 
security, advisory and regulatory services to government agencies and corporates (FTSE 
300, Fortune 500 & SMEs) worldwide, with a particular strength in banking, telecoms and 
the technology sectors.  
Market: AIM Market Capitalisation: £10.2m Share Price: 43p 

 

Smarttech247 Group (S247.L) – Smarttech247 is a global cyber security Company with 
three products: VisionX MDR (Managed Detection & Response), Threathub (threat 
intelligence) and NoPhish (real-time response to phishing emails). Aio, an Italian name that 
symbolises “Teacher” was launched in January 2024 as the AI assistant on VisionX.   
Market: AIM Market Capitalisation: £21.6m Share Price: 19p 
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Sophos (private) – a cybersecurity Company that uses AI and machine learning across its 
product portfolio. Sophos Artificial Intelligence was formed in 2017. The Company’s AI-
driven endpoint protection solutions utilises predictive analytics to detect and block 
advanced threats, such as malware and ransomware, before they can cause harm. 
Additionally, Sophos offers AI-powered network security, email security, and cloud security 
solutions, helping organisations defend against cyberattacks across all attack vectors.  

 

SysGroup PLC (SYS.L) – Offerings include cloud hosting services such as Infrastructure-as-
a-Service (IaaS), Platform-as-a-Service (PaaS), and Software-as-a-Service (SaaS), as well as 
cybersecurity products such as firewalls, antivirus software, and security monitoring tools.  
Market: AIM Market Capitalisation: £41.9m Share Price: 30.5p 

 

Tern PLC (TERN.L) - an investment Company focus on diverse sectors, including 
cybersecurity, artificial intelligence, and telecommunications. Among its investees are 
Device Authority, a cybersecurity Company in the IoT sector and Konektio, whose SaaS tool 
AssetMinder® Predict is an analytics service to prevent industrial IoT asset downtime.  
Market: AIM Market Capitalisation: £10.9m Share Price: 2.85p 

 

Yoti (private) – Yoti specialises in digital identity verification solutions powered by AI 
technology. Their platform uses machine learning algorithms to verify users' identities by 
analysing biometric data, such as facial recognition. Yoti operates its own B2B2C Digital ID 
app and offers B2B identity solutions to its clients. 
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